
 

This project has received funding from the European Union’s Horizon 2020  
research and innovation programme under grant agreement No 957117   

 

 

 

 

Project No. 957117 

Project acronym: EVIDENT 

Project title: 

Behavioral Insights and Effective Energy Policy Actions 

Deliverable 4.2 

 
Econometric analysis and robustness tests 

 

 

 

 

Programme: H2020-LC-SC3-EE-2020-1 

Start date of project: December 01, 2020 

Duration: 36 months  

 

 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 1 

 

Document Control Page 

Deliverable Name Econometric analysis and robustness tests 

Deliverable Number D4.2 

Work Package WP4 

Associated Task T4.2 

Covered Period M09 – M24 

Due Date M24 – 30/11/2022 

Completion Date November 30, 2022 

Submission Date December 1, 2022 

Deliverable Lead Partner Democritus University of Thrace (DUTH) 

Deliverable Author(s) Ioannis Pragidis (DUTH), Paris Karypidis (DUTH), Vaso Kotsirou (DUTH) 

Version 1.0 

 

Document History 

Version Date Change History Author(s) Organisation 

0.1 May 10, 2022 Table of Contents Ioannis Pragidis DUTH 

0.2 
October 10, 
2022 

Initial version of section 3 
Ioannis 
Pragidis/Vaso 
Kotsirou 

DUTH 

0.3 
October 18, 
2022 

Initial version of section 4 
Ioannis 
Pragidis/Vaso 
Kotsirou 

DUTH 

0.4 
October 19, 
2022 

Initial version of section 5.2 Paris Karypidis DUTH 

0.5 
October 28, 
2022 

Final version of section 4 Ioannis Pragidis DUTH 

0.6 
November 15, 
2022 

Final version of section 5.2 and 
initial version of section 5.1 

Paris Karypidis DUTH 

0.7 
November 21, 
2022 

Final version of section 3 and 
section 5 

Ioannis Pragidis, 
Paris Karypidis 

DUTH 

0.8 Nov 22, 2022 
Deliverable proofreading and 
adjustments 

Ioannis Pragidis DUTH 

Dissemination Level 

PU Public X 

CO Confidential to a group specified by the consortium (including the Commission 

Services) 
 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 2 

 

0.9 Nov 28, 2022 
Revisions based on internal 
review 

Ioannis Pragidis, 
Paris Karypidis 

DUTH 

1.0 Nov 30, 2022 
Final version after quality 
manager comments 

Ioannis Pragidis, 
Paris Karypidis 

DUTH 

Internal Review History 

Name Institution Date 

Paul Liston TCD Nov 28, 2022 

Tilemahos Efthimiadis JRC Nov 28, 2022 

Quality Manager Revision 

Name Institution Date 

Dimosthenis Ioannidis CERTH Nov 29, 2022 

 

  



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 3 

 

Legal Notice 

The information in this document is subject to change without notice.  

The Members of the EVIDENT Consortium make no warranty of any kind about this document, including, but not 
limited to, the implied warranties of merchantability and fitness for a particular purpose. 

The Members of the EVIDENT Consortium shall not be held liable for errors contained herein or direct, indirect, 
special, incidental, or consequential damages in connection with the furnishing, performance, or use of this 
material.  

The European Commission is not responsible for any use that may be made of the information it contains. 

 

 

 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 4 

 

Table of Contents 

Table of Contents .......................................................................................................................................... 4 

List of Figures ................................................................................................................................................ 6 

List of Tables ................................................................................................................................................. 8 

Acronyms ...................................................................................................................................................... 9 

Executive Summary ..................................................................................................................................... 10 

1. Purpose and Overall Structure of the Deliverable ............................................................................... 11 

1.1 Purpose of the Deliverable ......................................................................................................... 11 

1.2 Relation with other Deliverables and Tasks ................................................................................ 11 

1.3 Structure of the Document ......................................................................................................... 11 

2. Introduction ......................................................................................................................................... 12 

3. Econometric analysis for randomized experiments ............................................................................ 14 

3.1 Background ................................................................................................................................. 14 

3.2 Data ............................................................................................................................................. 15 

3.3 Econometric methods ................................................................................................................. 20 

3.4 Results ......................................................................................................................................... 20 

3.4.1 Impact on electricity consumed .............................................................................................. 21 

3.4.2 Impact on electricity bought ................................................................................................... 22 

4. Topics on consumers’ biases and bill design ....................................................................................... 24 

4.1 Background ................................................................................................................................. 24 

4.2 Data ............................................................................................................................................. 26 

4.3 Econometric methods ................................................................................................................. 27 

4.4 Results ......................................................................................................................................... 28 

5. Big data methods ................................................................................................................................. 31 

5.1 Forecasting .................................................................................................................................. 31 

5.1.1 Background ............................................................................................................................. 31 

5.1.2 Data ......................................................................................................................................... 32 

5.1.3 Methodological framework .................................................................................................... 35 

5.1.4 Results ..................................................................................................................................... 43 

5.2 Big data analytics for optimizing RCT .......................................................................................... 48 

5.2.1 Background ............................................................................................................................. 49 

5.2.2 Data ......................................................................................................................................... 51 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 5 

 

5.2.3 Methodological framework .................................................................................................... 54 

5.2.4 Results ..................................................................................................................................... 58 

6. Conclusion ........................................................................................................................................... 75 

7. References ........................................................................................................................................... 76 

8. Appendix .............................................................................................................................................. 79 

 

 

  



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 6 

 

List of Figures 

Figure 1: Average electricity bought and produced from December 2020 to November 2022 ................. 16 

Figure 2: Average electricity consumed and bought from December 2020 to November 2022 ............... 16 

Figure 3: NUTS2 areas for Sweden (8 national areas) ................................................................................ 19 

Figure 4: Sweden four climate zones .......................................................................................................... 19 

Figure 5: ATE on consumption by period .................................................................................................... 22 

Figure 6: ATE on amount bought by period ................................................................................................ 23 

Figure 7: Frequency distributions of due payment days ............................................................................ 25 

Figure 8: Impact of check arrival on bill payments ..................................................................................... 29 

Figure 9: Overdue days of payments and probability of on-time payment ............................................... 29 

Figure 10: Day effect on loyalty .................................................................................................................. 30 

Figure 11: Frequency distribution for daily average electricity consumption ............................................ 34 

Figure 12: distribution of clients per heating area ..................................................................................... 35 

Figure 13: Consumers distribution based on building type ........................................................................ 35 

Figure 14: Methodological framework used in big data analytics for household energy consumption and 

production forecasting ................................................................................................................................ 36 

Figure 15: In-sample and out-sample RMSE for best performing energy consumption forecasting models

 .................................................................................................................................................................... 46 

Figure 16: In-sample and out-sample RMSE for best performing energy production forecasting models 48 

Figure 17: Average electricity bought from December 2020 to November 2022 ...................................... 53 

Figure 18: Average electricity consumed from December 2020 to November 2022 ................................. 54 

Figure 19: Methodological framework for big data analytics for optimized RCT ....................................... 56 

Figure 20: A sample causal tree from total 8000 ........................................................................................ 59 

Figure 21: Honest causal forest variable importance ................................................................................. 60 

Figure 22: Relationship between the independent variables and the treatment effects on the treatment 

group ........................................................................................................................................................... 61 

Figure 23: Predicted treatment effects by rank on the treatment group (kWh) ........................................ 62 

Figure 24: Predicted treatment effects by rank on the treatment group (%) ............................................ 62 

Figure 25: Distribution of predicted treatment effects on the treatment group ....................................... 63 

Figure 26: Predicted treatment effects by rank on the control group (kWh) ............................................ 64 

Figure 27: Predicted treatment effects by rank on the control group (%) ................................................. 64 

Figure 28: Distribution of predicted treatment effects on the control group ............................................ 65 

Figure 29: Relationship between the independent variables and the treatment effects on the control group

 .................................................................................................................................................................... 66 

Figure 30: A sample causal tree from total 8000 ........................................................................................ 67 

Figure 31: Honest causal forest variable importance ................................................................................. 68 

Figure 32: Relationship between the independent variables and the treatment effects on the treatment 

group ........................................................................................................................................................... 69 

Figure 33: Predicted treatment effects by rank on the treatment group (kWh) ........................................ 69 

Figure 34: Predicted treatment effects by rank on the treatment group (%) ............................................ 70 

Figure 35: Distribution of predicted treatment effects on the treatment group ....................................... 70 

Figure 36: Predicted treatment effects by rank on the control group (kWh) ............................................ 71 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 7 

 

Figure 37: Predicted treatment effects by rank on the control group (%) ................................................. 72 

Figure 38: Distribution of predicted treatment effects on the control group ............................................ 72 

Figure 39: Relationship between the independent variables and the treatment effects on the control group

 .................................................................................................................................................................... 73 

Figure 40: Expected CATE for the additional 150 customers enrolled ....................................................... 74 

 

 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 8 

 

List of Tables 

Table 1: Descriptive statistics for total consumption, energy produced and bought and sold to the grid 15 

Table 2: Descriptive statistics for CW's customer demographics ............................................................... 17 

Table 3: Descriptive statistics for additional demographics ....................................................................... 18 

Table 4: Average treatment effect on consumption .................................................................................. 21 

Table 5: ATE on consumption by entry cohort ........................................................................................... 21 

Table 6: Average treatment effect on the amount of electricity bought ................................................... 22 

Table 7: ATE on amount bought by entry cohort ....................................................................................... 22 

Table 8: Timeline for day-bins and summary statistics............................................................................... 27 

Table 9: Variables use in big data analytics for forecasting ........................................................................ 32 

Table 10: Descriptive statistics for total consumption, energy produced and bought and sold to the grid

 .................................................................................................................................................................... 34 

Table 11: Descriptive statistics about the weather conditions for 312 cities in Sweden ........................... 35 

Table 12: Grid search parameters for forecasting model training ............................................................. 41 

Table 13: Energy consumption and production forecasting scenarios ....................................................... 42 

Table 14: Results from energy consumption forecasting ........................................................................... 44 

Table 15: Results from energy production forecasting .............................................................................. 46 

Table 16: Variables use in big data analytics for optimizing RCT ................................................................ 52 

Table 17: Descriptive statistics for energy consumed and bought ............................................................. 52 

Table 18: The period in which the dependent variable is calculated for each of the four scenarios ......... 55 

Table 19: CATE and evaluation metrics of the honest causal forest .......................................................... 58 

Table 20: Consumers’ characteristics for the peaks on the distribution of predicted effects for treatment 

group ........................................................................................................................................................... 63 

Table 21: Consumers’ characteristics for the peaks on the distribution of predicted effects for control 

group ........................................................................................................................................................... 64 

Table 22: CATE and evaluation metrics of the honest causal forest .......................................................... 66 

Table 23: Consumers’ characteristics for the peaks on the distribution of predicted effects for treatment 

group ........................................................................................................................................................... 70 

Table 24: Consumers’ characteristics for the peaks on the distribution of predicted effects for control 

group ........................................................................................................................................................... 72 

 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 9 

 

Acronyms 

Acronym Explanation 

AI Artificial Intelligence 

ANNs  Artificial Neural Networks 

ARIMAX Autoregressive integrated moving average with exogenous variables 

ATE Average Treatment Effect 

ATT Average Treatment Effect on the Treated 

CO2 Carbon dioxide 

CW CheckWatt 

Dx Deliverable x 

GB Gradient Boosting 

HER Home Energy Report 

IPTO Independent Power Transmission Operator 

IPW  Inverse Probability Weighting 

ITE Individual Treatment Effect 

kWh kilowatt-hours 

LASSO Least Absolute Shrinkage and Selection Operator 

LSMs  Least Square Methods 

MAPD Mean Absolute Percentage Deviation 

ML Machine Learning 

MLP Multi-layer Perceptron 

NUTS2 Second level of the Nomenclature of Territorial Units for Statistics 

OLS  Ordinary Least Squares 

PPC Public Power Corporation 

PV Photovoltaic (panel) 

RF Random Forest 

SLP Single-layer Perceptron 

SRT Social Residential Tariff 

SVM Support Vector Machines 

SVR Support Vector Regressor 

TWFE Two-way fixed effect method 

Tx Task x 

WLS Weighted Least Squares 

XGB eXtreme Gradient Boosting 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 10 

 

Executive Summary 

This deliverable presents the quantitative analysis of the research questions, and the first results of the 

EVIDENT project that took place by the end of the second year of the project. It provides analytics for the 

impact of Home Energy Reports (HER) on energy consumption for the Swedish case, focuses on central 

features of consumer behaviour such as consumption smoothing by exploiting data for the Greek case, 

and provides insights regarding the use of advanced Machine Learning methods (ML) for forecasting 

energy consumption and for successfully scaling up interventions. The analysis framework presented here 

is closely related to the project’s use cases 1, 2, 3, and 4. Results indicate the positive effect of the HER-

type intervention on energy conservation. Moreover, we show that people do not smooth their 

consumption and tend to "overspend" following the receipt of both anticipated payments.  We further 

examine the implication of such behaviour for a firm providing a service that is billed on a regular 

(monthly/quarterly) basis. Finally, we show that big data analytics can contribute to successfully scaling 

up costly interventions.  
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1. Purpose and Overall Structure of the Deliverable 

1.1 Purpose of the Deliverable 

This deliverable is part of the outputs of T4.2, which is about developing the econometric models and 

robustness tests. T4.2, the analysis of the collected data, is the next step after the preparation and the 

implementation of the interventions that take place in the previous tasks. Analysing the experimental 

data leads to insights that will be translated into policy briefs through the tasks of WP5. 

Deliverables 4.2 and 4.3, the updated version of 4.2, play a crucial role in the implementation of the 

EVIDENT project. These two deliverables aim to provide the coding for implementing the econometric 

analysis and the robustness tests and present the findings and insights for the five use cases. Starting from 

D4.2, this deliverable presents the data, the methodological frameworks, the econometric models and 

the results for use cases 1, 2, 3 and 4. The next deliverable, D4.3, will focus on the final results of the first 

four use cases and will also include the analysis and the results of use case 5. 

1.2 Relation with other Deliverables and Tasks 

Deliverable 4.2 is informed by D3.3. ‘Data collection and management, and D4.1 ‘Exploration of analytical 
qualitative and quantitative tools requirements (econometric models)’. In addition, D4.2 provides inputs 
into D4.3 ‘Updated econometric methodologies and robustness tests’. 

1.3 Structure of the Document 

This deliverable is structured as follows: 

• Section 2 – Introduction 

• Section 3 – Econometric analysis for randomised experiments  

• Section 4 – Topics on consumer’s biases and bill design 

• Section 5 – Big data methods 
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2. Introduction 

During the last few years, all Western economies and the European Union state members have put energy 

efficiency at the centre of the public dialogue as a counter-measurement to climate change and a 

response to dealing with energy poverty. The current model of greener investments and the strengthening 

of energy production and transportation networks is only sustainable if, at the same time, the citizens act 

more efficiently in terms of energy consumption. In this context, the European Union, through the energy 

efficiency directive1, has set a clear target for 2030 of reducing average consumption by a further 7.2% 

from current levels. The citizens play a crucial role in this endeavour since household energy consumption 

exceeds 28% of the total energy consumption with the transportation sector leading with 28.4% and the 

industry to be on 26.1%2. Thus, any pricing policies should be drawn in parallel with policies aiming to 

reduce energy demand by raising consumer awareness of the social and economic effects of energy waste.  

The EVIDENT project implements five large-scale use cases to evaluate the impact of behavioural insights 

in energy efficiency and conservation. Through different methodologies, such as randomized control 

trials, quasi-experiments, serious games and bid data analytics, the project tries to estimate the causal 

impact of behavioural biases into energy consumption and conservation.  

This deliverable refers to the four use cases (use cases 1-4) discussing the topics of randomized controlled 

trials, behavioural biases and big data analytics. The scope of this document is to borrow from, build on, 

and add to the relative literature by presenting the data collected, the methodologies used and the results 

of the EVIDENT project till the end of the project's second year. 

Section 3 presents the results of the field experiment in Sweden, showing that interventions based on 

HERs, providing information such as consumption feedback and peer comparison, are able to reduce 

household energy consumption by up to 8%. We estimate the average treatment effect (ATE) by 

leveraging the Two-way fixed effect (TWFE) method proposed by (Wooldridge 2021) since we considered 

potential heterogeneity in our data. Finally, we examine the effect of the intervention on the energy 

consumption and energy bought from the grid separately since the objects of the experiment produce 

energy through photovoltaic panels (PVs). 

Section 4 focuses on consumers' biases regarding energy spending based on utility bill design. This analysis 

is built on the smooth consumption hypothesis by estimating if realized bill payments are higher around 

the dates of the arrival of employment checks. By analyzing billing data provided by PPC, we investigate 

if the bill's due payment day is connected to on-time payments and whether this systematically affects 

customer loyalty. We discover that customers pay significantly more for utility bills 1 to 10 days after their 

check arrives, showing a consumer predisposition toward overspending around their payment day. 

Section 5 presents the analyses that take place in use case 3. By leveraging CW’s consumption 

measurements, we build two analytical frameworks a) a residential energy consumption and production 

forecasting framework and b) a framework to estimate heterogeneity in causal effects based on CW's 

 

 

 

1 https://energy.ec.europa.eu/topics/energy-efficiency/energy-efficiency-targets-directive-and-rules/energy-efficiency-directive_en  
2 Source: Final energy consumption by sector, EU, 2020 (Eurostat) 

https://energy.ec.europa.eu/topics/energy-efficiency/energy-efficiency-targets-directive-and-rules/energy-efficiency-directive_en
https://ec.europa.eu/eurostat/statistics-explained/index.php?title=File:Final_energy_consumption_by_sector,_EU,_2020_%28%25_of_total,_based_on_terajoules%29.png
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natural field experiment. We split the section into two subsections and discuss the available data, the 

methodological framework we build, the methods we use, and the results. We use both linear and ML 

models for the forecasting framework and build on several scenarios to examine whether previous 

measurements, consumers’ demographics, and weather conditions can effectively forecast household 

energy consumption and production. We find that the models do not present significant deviations in 

forecasting errors; thus, additional investigation is needed. For the second analysis, we use causal ML 

models such as the generalized random forests to calculate the conditional average treatment effect (how 

each individual is affected by the intervention) using data from CW’s experiment. Based on the models 

we built, we predict the expected intervention impact on the control group and enrol additional 150 

customers in our experiments. 
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3. Econometric analysis for randomized experiments 

The aim of the field experiment in the project’s use cases 1 and 2 is to estimate the effects of  consumption 

feedback and peer comparison on energy consumption. To facilitate both aspects, we designed and 

disseminated a Home Energy Report (more details about the designed HER and its dissemination process 

can be found in deliverables D2.2, Optimised Protocols design and D3.2, Implementation of preparatory 

actions for RCT, surveys and serious game). A large number of research papers show that non-price 

interventions, such as HERs in the energy sector, based on psychological factors could potentially 

influence the behaviour of energy consumers (Allcott, 2011; Sudarshan, 2017; Myers and Souza, 2020). 

Results show that on average the impact on energy conservation ranges between -2% to -20%. However, 

there is not yet consensus in the literature what the impact might be in the long run, what are the welfare 

effects of such interventions, and whether estimations methods produce unbiased results. 

In this section we present results that contribute to the research in several dimensions. First, we estimate 

the impact of HER on prosumers, that is consumers that also are producers (having installed for example 

photovoltaic systems). This subgroup has been relatively understudied in the literature although it may 

have substantially differences with the classic consumers subgroup. For example, prosumers may be 

relatively less sensitive to information regarding peer comparison in energy consumption that is usually 

included in the standard HER. For the prosumers, we expect that consumption may be related to 

production and thus information regarding the amount of energy the prosumer buys may be more 

effective for inducing a decrease in consumption.  

Secondly, we estimate whether the impact decays over time. This is done both methodologically (more 

to be explained in the section about econometric methods below) and by running the experiment for 

almost two years. Although in the section we present only results regarding the first year of the 

experiment. Deliverable D4.3 will include more updated results. Thirdly, from a methodological 

perspective we deviate from the usual method used to estimate average treatment effects, the Two-way 

fixed effect method. Instead, we take into account potential heterogeneity and use a new method 

proposed by (Wooldridge 2021). In the presence of heterogeneity, the TWFE method produces biased 

results and tends to overestimate the impact on the treated group. 

3.1 Background 
EVIDENT consortium member CheckWatt (CW) is an energy service company in Sweden that provides 

smart energy solutions to its customers. It provides hardware solutions, such as photovoltaic panels for 

energy production and, at the same time, a smartphone application for efficiently monitoring the energy 

produced. Thus, CW’s customers are prosumers who consume their electricity (self-consumption) and 

also buy energy from the grid during the day when there is no production (e.g. cloudy days or at night). A 

peculiarity of this process is that the energy production is not stored, and if not used, it’s transferred to 

the grid. Thus, to fully leverage their PVs, the prosumers should consume their energy when it’s available. 

The CW natural field experiment started on December 2021, including 867 prosumers from Sweden. The 

experiment aimed to estimate the effects of non-price interventions in residential energy conservation 

(e.g. providing information regarding consumption feedback, peer comparison and energy efficiency tips 

through an HER). In addition, we introduced a new comparison mechanism, the household ranking, to 

further examine if it further affects intervention efficiency. To achieve both goals, two treatment groups 
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and one control group were formed. The treatment groups differed in whether the received informational 

material contain the household ranking. Each customer was randomly assigned to either the treatment 

or control groups, with the treatment group receiving a HER every two weeks. 

The design protocols and the preparatory actions for the implementation of CW’s experiment are 

presented in detail in D2.2, Optimised Protocols design and D3.2, Implementation of preparatory actions 

for RCT, surveys and serious game.  The rest of the section presents the available data and the econometric 

methods used in the analysis and concludes with the results and insights. 

3.2 Data 
The data used in this analysis are collected by the energy company CW for 867 customers from December 

2020 to November 2022. CW collects data regarding customers’ energy usage and demographics. The 

customers have PV panels installed on their premises, they produce energy and consume their own 

production. The unused energy is sold back to the grid. The customer’s total consumption is given by the 

following equation: 

𝑇𝑜𝑡𝑎𝑙 𝑐𝑜𝑛𝑠𝑢𝑚𝑝𝑡𝑖𝑜𝑛 = 𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑑 + 𝐵𝑜𝑢𝑔ℎ𝑡 − 𝑆𝑜𝑙𝑑 

, where 𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑑 is the energy produced by the consumer through their PVs, the 𝐵𝑜𝑢𝑔ℎ𝑡 refers to the 

amount of energy the consumers bought from the grid during the time periods when there is no 

production and 𝑆𝑜𝑙𝑑 is the energy produced but not consumed by the consumers. The total consumed 

amount can to be negative, which indicates that the energy sold to the grid for a certain day is more than 

the energy consumed by the customer. The data are collected on an hourly basis through smart meters, 

however for the analysis we aggregate them into weekly measurements. The initial dataset containing 

around 15 million hourly observations translated into 85 thousand weekly observations. 

Table 1 presents the descriptive statistics for the energy usage for all customers for the period December 

2020 to November 2022 after we remove the outliers. We identify the outliers as the measurements with 

total consumption greater than the 90th percentile or less than 50 kilowatt-hours (kWh). 

Table 1: Descriptive statistics for total consumption, energy produced and bought and sold to the grid 

 Total consumption Produced Bought Sold 

Mean 354.07 kWh 278.03 kWh 272.09 kWh 196.15 kWh 

Standard deviation 248.27 kWh 275.68 kWh 276.34 kWh 764.36 kWh 

Min value -49.88 kWh 0.00 kWh 0.00 kWh 0.00 kWh 

25% 167.56 kWh 93.33 kWh 50.28 kWh 9.19 kWh 

50% 292.95 kWh 195.86 kWh 215.66 kWh 130.66 kWh 

75% 478.99 kWh 384.38 kWh 391.64 kWh 287.28 kWh 

Max value 1170.83 kWh 22538.02 kWh 2331.18 kWh 193713.36 kWh 

Figure 1 presents how much of the average electricity produced is sold to the grid while Figure 2 presents 

how much of the electricity consumed is bought from the grid. 
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Figure 1: Average electricity bought and produced from December 2020 to November 2022 

 

 

Figure 2: Average electricity consumed and bought from December 2020 to November 2022 

In Figure 2 both amounts are close to each other. This is the situation for periods (mainly winter and fall) 

where there is no production, and the consumption depends almost on the energy bought from the grid. 

The two lines separate during periods of high production (mainly spring and summer).  
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Except for the electricity measurements, CW collects demographic data for their customers. The data 

includes information regarding the household, building characteristics and customer’s location. Table 2 

presents the number of customers per “level 2 nomenclature of territorial units for statistics” (NUTS2) in 

panel A and the number of customers based on household members in panel B. 

To effectively split the households and create the neighbour classes (households with similar 

characteristics) we created three additional features. The first feature, a categorical variable, refers to the 

household climate zone3. The second feature refers to a categorical variable regarding the house heating 

area size class4, and the third feature refers to a variable indicating whether the primary household 

heating appliance uses electricity5. Table 3 presents the number of clients per climate zone in Panel A, the 

number of clients per heating type class in Panel B, while Panel C presents the number of clients based on 

the type of their primary heating appliance. 

Table 2: Descriptive statistics for CW's customer demographics 

Panel A: Household concentration based on NUTS2 code (8 National Areas) 

NUTS 2 Code Number of clients Percentage 

Stockholm SE01 73 8,42 

East Middle Sweden SE02 231 26,64 

South Sweden SE04 64 7,38 

North Middle Sweden SE06 45 5,19 

Middle Norrland SE07 3 0,35 

Upper Norrland SE08 4 0,46 

Småland and the islands SE09 132 15,22 

West Sweden SE0A 233 26,87 

Missing information (-) - 82 9,46 

TOTAL 867 100 

Panel B: Household concentration based on household members 

Household members Number of clients Percentage 

1 member 35 4,04 

2 members 203 23,41 

3 members 45 5,19 

4 members 82 9,46 

 

 

 

3 A climate zone results from the climate conditions of an area: its temperature, humidity, amount and type of precipitation, and the season. 
Sweden has 4 climate zones, 1 to 4, cooler to warmer respectively. 
4 Based on the available data, five classes were constructed (m3): Class 0 => [0-50) and [350-1000+), Class 1 => [50 - 100), Class 2 => [100 - 150), 
Class 3 => [150- 180), Class 4 => [180 – 250), Class 5 => [250 – 350) 
5 A value of 0 indicates that the heating appliance does not use electricity (e.g. fireplace), while a value of 1 means the opposite (e.g. air 
conditioning) 
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More than 5 members 50 5,77 

Missing information (-) 452 52,13 

TOTAL 867 100 

Table 3: Descriptive statistics for additional demographics 

Panel A: Household concentration on Sweden’s climate zones (4 climate zones) 

Climate zone Number of clients Percentage 

Climate zone 1 2 0,23 

Climate zone 2 33 3,81 

Climate zone 3 574 66,21 

Climate zone 4 179 20,65 

Missing information (-) 79 9,11 

TOTAL 867 100 

Panel B: Household concentration on heating area classes (5 heating area classes) 

Heating area class Number of clients Percentage 

Heating area class 1 15 1,73 

Heating area class 2 112 12,92 

Heating area class 3 73 8,42 

Heating area class 4 122 14,07 

Heating area class 5 53 6,11 

Missing information (-) 492 56,75 

TOTAL 867 100 

Panel C: Household concentration based on primary heating appliance electricity (2 categories) 

Primary heating Number of clients Percentage 

Primary heating 
appliance use electricity 

25 2,88 

Primary heating 
appliance does not use 
electricity 

434 50,06 

Missing information (-) 408 47,06 

TOTAL 867 100 

Complementary to the previous descriptive statistics, Figure 3 presents the 8 national areas of NUTS2 of 

Sweden, while Figure 4 presents the four climate zones of Sweden. 
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Figure 3: NUTS2 areas for Sweden (8 national areas)6 

 

Figure 4: Sweden four climate zones7 

From the descriptive statistics we observe that the demographic data for the majority of the customers 

are missing except for the location. During the previous months, CW sent a survey to their customers 

requesting them to update their information. Different methods to maximize participation in this survey 

were examined (e.g. email communication, gentle reminders, restrictions of access to the information 

dashboard, etc.). At the same time, more than 20% of customers responded, resulting in more than 180 

replies. 

Except for the data provided by CW, additional information about weather conditions (such as 

temperature, humidity, etc.) is collected for 312 out of 395 unique Swedish cities the customers are 

located (presented in detail in section 5.1.2). The weather conditions will be used as control variables in 

the econometric models described in the following section. 

The neighbour classes were created based on the three additional features we created. Thus, clients in 

the same climate zone, belonging to the same house heating area size class and having similar heating 

appliances are considered neighbours. The number of the neighbour classes is 17, while each class has 31 

 

 

 

6 Figure source: Wikipedia 
7 Figure source: (Jalilzadehazhari, E. and Vadiee 2020) 

https://en.wikipedia.org/wiki/NUTS_statistical_regions_of_Sweden
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clients on average. Neighbour classes with less than 10 neighbours were excluded from the treatment 

group and the corresponding clients were assigned to the control group. 

3.3 Econometric methods 
In settings with multiple periods, as is the case in our experiment, the standard procedure is to estimate 

the following regression: 

 

                                              𝑦𝑖𝑡 = 𝑎𝑖 + 𝑎𝑡 + 𝑎3 ∗ 𝑡𝑟𝑖𝑡 + 𝑒𝑖𝑡                                             (3.1) 

 

Where, 𝑎𝑖  is a consumer-specific effect, 𝑎𝑡 is a time specific effect, 𝑎3 captures the average treatment 

effect (ATT), 𝑋𝑖𝑡 is a vector including control variables such as, electricity price, temperature, house size, 

income, and location, and 𝑒𝑖𝑡 is an error term. This specific design compares changes between the control 

and the treatment group. However, in each period of time it includes in the control group consumers that 

are not yet treated and not just never treated consumers. If the impact of the intervention is assumed to 

be constant then this multi-period TWFE specification produces unbiased results. But if impact is assumed 

to change in time, then the estimated ATT is biased. In practice, only few interventions are constant with 

the majority of interventions having non constant impact. This is even more apparent in staggering 

interventions in which there are different waves of interventions. Our experiment is also considered as a 

staggered intervention since more consumers are added in the treatment group in different rounds. 

Two account for potential heterogeneity, (Wooldridge 2021) proposes a slightly different specification 

where, the equation includes an individual and time fixed effects, and also all possible combinations of 

cohorts (specific treated subgroups) and times.  It should be noted that these combinations include only 

effectively treated units. In that way, in estimating ATT only the “good” combinations are taken into 

account. 

The specified model is now given by the following equation: 

 

                                    𝑦𝑖𝑡 = 𝑎𝑖 + 𝑎𝑡 + ∑ ∑ 𝜆𝑔,𝑡
𝑇
𝑡=𝑔 ∗ 1(𝑔, 𝑡)𝐺

𝑔=𝑔0
+ 𝛾𝑋𝑖𝑡 + 𝑒𝑖𝑡                             (3.2) 

 

Where 𝑦𝑖𝑡  is either the amount of energy consumed or the amount of energy bought expressed in natural 

logs. 𝜆′𝑠 are the factor variables of combinations of cohorts and times. For example, in our case these 𝜆′𝑠 

indicate the combination of different rounds of HERs and the week this was sent to the consumers. 

Obviously, the 𝜆′𝑠 capture the ATT for each cohort and each period of time. 𝑋𝑖𝑡 is a vector including control 

variables such as, electricity price, temperature, house size, income, and location. 

3.4 Results 

In this section we present results regarding the impact of HER on residential energy consumption by 

estimating eq. 3.2. As discussed above we run two different specifications, the first has as dependent 

variable the amount of electricity consumed while the second specification has as dependent variable the 

amount of electricity bought by the household.   
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3.4.1 Impact on electricity consumed 

For comparison reasons we first present results for average treatment effects without taking into account 

potential presence of heterogeneity (we actually estimate eq. 3.1).  

Table 4: Average treatment effect on consumption 

Ln(consumption) Coefficient Robust Std. error p-value [95% conf. interval] 

ATE -0.05** 0.017 0.003 -0.08 -0.02 

Observations 79,861 

Household and week fixed effects Yes 

Robust standard errors in parentheses 
*** p<0.01, ** p<0.05, * p<0.1 

Table 4 shows that the average treatment effect is -0.05, which translates to a 5% decrease in 
consumption. The impact is statistically significant and is similar to findings of other studies. Next, we 
estimate eq. 3.2 and use two main subgroups. The first subgroup has received 19 HER and the second 
subgroup, has received 14 HER. Thus, the first subgroup includes all treated households from the 
beginning of the experiment, while the second subgroup includes treated units that joined later.  

Table 5: ATE on consumption by entry cohort 

 Ln(consumption) 

 

14_HER 
-0.08*** 

(0.02) 

19_HER 
-0.02 
(0.01) 

Household and week fixed effects Yes 

Observations 65,086 

Number of clients 815 
R-squared 0.45 

Robust standard errors in parentheses 
*** p<0.01, ** p<0.05, * p<0.1 

Table 5 shows that the impact of the early cohort is small, -2% and statistically insignificant. On the other 

hand, the impact on the late cohort is large, -8% and statistically significant. This difference on the impact 

between the two cohorts may be attributed to many factors and needs further investigation when new 

data become available. To get a better understanding regarding the ATE we estimate its effect by period 

of time. Thus, starting from December 06, 2021 when the first HER was sent, we estimate ATE’s variation 

by all subsequent weeks until November, 2022. 

As it is shown in Figure 5 (bellow), in the first weeks of the intervention the impact is statistically 

insignificant and starts to gain momentum only after week 30 (early July, 2022). It is important to note 

that ATE by entry cohort and by period are unbiased. Relying on the average treatment effect, without 

taking into account heterogeneity leads to biased inferences about the true impact. 
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Figure 5: ATE on consumption by period 

3.4.2 Impact on electricity bought 

We now turn to estimating the impact of HER on the amount of electricity bought by households. The 

main idea is that prosumers may be indifferent in reducing consumption as soon as they produce enough 

electricity. However, the amount of electricity bought, which is the difference between the amount of 

electricity produced and consumed, induces a cost for the household. Thus, the cost of electricity is closely 

related to the amount of electricity that was bought and this could make the prosumer for sensitive to 

HER. Following the previous analytical framework, we start by estimating the average treatment effect 

(eq. 1) and then we take into account potential heterogeneity at a cohort and date level (eq. 3.2). 

Table 6: Average treatment effect on the amount of electricity bought 

Ln(bought) Coefficient Robust Std. error p-value [95% conf. interval] 

ATE -0.04** 0.017 0.011 -0.08 -0.01 

Observations 79,861 

Household and week fixed effects Yes 

Robust standard errors in parentheses 
*** p<0.01, ** p<0.05, * p<0.1 

Table 6 shows that the average treatment effect is -0.04, which translates to a 4% decrease in the amount 

of electricity bought. Next, we estimate eq. 3.2 and use two main subgroups. The first subgroup has 

received 19 HER and the second subgroup, has received 14 HER. Thus, the first subgroup includes all 

treated households from the beginning of the experiment, while the second subgroup includes treated 

units that joined later. 

Table 7: ATE on amount bought by entry cohort 

 Ln(bought) 
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14_HER 
-0.08*** 

(0.02) 

19_HER 
-0.01 
(0.01) 

Household and week fixed effects Yes 

Observations 65,086 
Number of clients 815 

R-squared 0.61 

Robust standard errors in parentheses 
*** p<0.01, ** p<0.05, * p<0.1 

Table 7 shows that the impact of the early cohort is small, -1% and statistically insignificant. On the other 

hand, the impact on the late cohort is large, -8% and statistically significant. Results are similar to the 

consumption case. We now turn to the estimation of the impact on the amount bought by period. Figure 

8 shows that impact on the amount bought kicks in earlier than the impact on consumption. More 

specifically, impact becomes statistically significant from week 20 (early April, 2022) and in most week the 

impact is on average more than 10%.  

 

Figure 6: ATE on amount bought by period 
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4. Topics on consumers’ biases and bill design  

Although behavioural biases play an important role in decision making, in many cases it is hard to be 

identified in the empirical research and most importantly to provide insights for policy implications. Using 

a unique dataset provided by the Public Power Corporation (PPC) we try to estimate whether consumers 

tend to smooth their consumption or tend to "overspend" following the receipt of both anticipated 

payments? Additionally, we further examine the implication of such behaviour for a utility firm providing 

a service that is billed on a regular (monthly/quarterly) basis. 

In doing so, we first test the smooth consumption hypothesis by estimating if realized bill payments are 

higher around the dates of the arrival of employment checks. Since we do not have any data regarding 

the date of receipt of the employment check for each customer, we rely on general assumptions that are 

based on the labour market and the institutional framework for employment checks in Greece.  

Next, we test whether bill’s due payment day is related to on-time payments and on increased customer 

royalty to the utility firm. In other words, do customers tend to pay on-time if they receive their bill around 

the date of receipt of their employment check? Does this systematically affect customers’ loyalty? 

4.1 Background 
Total average number of employed population in Greece for 2022 was almost 4,100,000 (seasonally 

adjusted estimates), unemployed persons were almost 570,0008, and pensioners were almost 2,460,0009. 

The distribution of employed is as follows: almost 60 percent is employed in the private sector, almost 15 

percent is employed in the public sector, and almost 25 percent is self-employed. Thus, in total 7,216,100 

people in Greece (2021) are paid on regular or irregular basis under various forms, such as salaries, fees, 

pensions, unemployment and other types of benefits.  

According to the Greek relevant institutional framework, pensioners, private sector employees, and 

unemployed, that account for more than the 70 percent of the total paid population, are being paid during 

the last days of the month. For example, pensioners and unemployed receive their payment between the 

fourth and the penultimate working day of the previous month10. Similarly, for monthly paid staff in the 

private sector, pay day is the last working day of the month11.  Some deadlines are earlier than other 

months to reflect public/bank holidays or early paydays such as December. For employees in the public 

sector, that account for less than 10 percent of the total paid population, the length of a pay period 

maximum in Greece is semi-monthly, or twice a month. This typically occurs on the 13th and the 27th of 

the month12. Finally, self-employed do not usually have a regular payment day. Thus, more than 70 

percent of the total paid population in Greece receives its payment checks between the 27th and the 31st 

days of the month. 

 

 

 

8 https://www.statistics.gr/en/statistics/-/publication/SJO02/- 
9 https://www.idika.gr 
10 Government Gazette 4611/2019 
11 Joint Ministerial Decision No. 26034/695/2019 (Government Gazette B’ 2362) 
12 https://www.gsis.gr/en/dimosia-dioikisi/pliromes-eispraxeis/eap 
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Figure 7 below shows the distribution of due payment days within a month. The 36.4 percent of the due 

day payments are between the 27th and the 31st days of the month while the rest of the observations 

are scattered in the interval from 1st to 26th day of the month. The 6th and the 7th day of the month 

concentrate almost the 29 percent of the due payments.  

 

Figure 7: Frequency distributions of due payment days 

 

Electricity market and billing structure 

In Greek electricity market operate 10 providers since early 2010. According to the Greek independent 

power transmission operator (IPTO), the public power corporation (PPC), a former monopoly, has still a 

dominant market share of almost 65 percent, while the remaining providers have market shares between 

1.4 percent to 7 percent. 

A typical electricity bill includes the electricity cost, plus regulated charges, e.g., transmission system and 

distribution network charges as well as third-party taxes. Regulated charges are the same for all 

consumers, depending on the particular tariff category and irrespective of the electricity supplier selected. 

Regulated charges and third-party taxes usually account for the 50 percent of the electricity bill.  Electricity 

meter readings take place every four months and about that time the bill is issued.  

In parallel with the competitive tariff that is formed by each electricity provider, also applies a Social 

Residential Tariff (SRT) for the protection of vulnerable consumers’ groups. All beneficiary consumers, 

irrespective of their chosen electricity supplier, can submit an application to be included in the SRT. There 

are specific income requirements for a customer to be eligible to apply for SRT. For example, single-

member household should have less than 9,000 € annual income. Furthermore, specific limits of quarterly 

consumption (120 days) are applied that are different across various categories, e.g., the threshold 

consumption for a single-member household is 1,400 kWh for a 120 days consumption period. If these 

four-month consumption limits are exceeded by more than 10 percent, and if the average four-month 

consumption on an annual rolling basis, exceeds the consumption limits provided for each category of 

beneficiary, the SRT does not apply for the specific four months. Finally, discounts based on SRT may be 

as high as 70 percent for some beneficiaries. 
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4.2 Data 
Our proprietary dataset includes 297,494 observations from 17,674 unique customers with in total 36,132 

electricity meters spanning the period from January 2016 to March 2022. The dataset is unbalanced since 

both active customers and customers that switched to a different provider are included in the dataset. 

For the latter no observations are available after switching. Observations include data on electricity 

consumption, period of consumption, house size (there are some missing values for some customers and 

these observations are dropped from the analysis), region, invoiced amount, date of the due payment and 

if the customer is assigned to the competitive tariff or to the SRT. Finally, the consumption limit for each 

customer eligible for SRT was given SRT customers was also provided the consumption limit for the 

discount price to take place. 

Data on electricity consumption were originally on a quarterly basis and converted to daily for comparison 

reasons, since period of consumption may be typically 120-days, however significant differences may 

apply across customers and billing periods. Thus, daily consumption is the electricity consumption over 

the number of days per each billing period. We also constructed a new variable named bill shock that 

takes the value 1 if the invoiced amount for customers assigned to the competitive tariff exceeds its mean 

value plus one standard deviation for customers assigned to the competitive tariff, and for customers that 

are in the SRT it takes the value 1 if consumption exceeds their assigned consumption limits. As previously, 

120-days consumption limits were also converted to daily frequencies by taking the ratio of consumption 

limits over 120. The variable bill shock is used as a control to the various estimations. It is also important 

to note two issues regarding pricing and billing, the first is that there is a 10% discount for bills that are 

paid on-time, and the second is that there a slight increase of 2% in price if consumption exceeds 2,000 

kWh in a four-months period. Both these pricing policies induce an extra incentive for customers to pay 

on-time. 

Next, for estimating the impact of due day payment on the probability of on-time payment, we first divide 

the sample into four-date bins taking into account the payroll structure period described above. As shown 

in panel A in Table 8 below, the first bin includes all days within the interval from the 1st and the 10th day 

of the month and accounts for the immediate period after the customers receives his payroll. The second 

bin includes all days within the interval from the 11th to the 21st day of the month and accounts for the 

distant to payroll reception period. The third bin includes all days within the interval from the 22th to the 

26th day of the month and accounts for the anticipation to payroll period. The fourth bin includes all days 

within the interval from the 27th to the 31st day of the month and accounts for the payroll period. 

Panel B in Table 8 reports summary statistics for each our key control variables. The unit of analysis is the 

electricity meter, as in some cases a customer may has been assigned to multiple meters installed in 

different houses. First and fourth day bin make up for almost the 75 percent of total observations with 

the second and third tier accounting for the rest 25 percent. Overall, the first and the fourth bin are almost 

identical in terms of control values, while the same holds between the second and the third bin.  

On average, daily consumption has small differences across day bins with the highest value reported in 

the fourth bin, 12.79 kWh, and the lowest reported in the third bin, 11.45 kWh. Daily invoiced amount is 

also lower for the second and third bin, by almost 25 percent. Average house size is slightly lower in the 

second and third bin by about 10 percent. Finally, bill shocks frequency is almost the same across day bins 

with the highest frequency being in the second- and third- day bin, by almost 19 per cent, and the lowest 

being in the third-day bin by almost 17 per cent. 
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Table 8: Timeline for day-bins and summary statistics 

Panel A: Timeline for 4-bins 

 

Second day bin 

 (11th – 21st) 

  

   

 

 

 

First day bin  

(1st – 10th) 

Third day bin 

(22nd – 26th) 

 

Fourth day bin 

(27th – 31st) 

      Panel B: Summary statistics 

 First day bin 

(1st - 10th) 

Second day bin  

(11th - 21st) 

Third day bin  

(22nd - 26th) 

Fourth day bin 

(27th - 31st) 

Covariates     

Daily consumption (kWh) 12.54 11.72 11.45 12.79 

Daily invoiced amount (€) 1.04 0.84 0.81 1.08 

House size (m2) 92.98 81.42 79.38 92.19 

Bill shock (freq.) 0.18 0.19 0.19 0.17 

     

Observations 113,558 41,028 34,643 108,265 

Electricity meters 18,914 10,730 10,672 19,421 

4.3 Econometric methods 
The baseline econometric test for the consumption response to the receipt of normal income is following 
(Stephens 2003) and is performed using the following model: 
 

𝐶𝑖𝑡 = 𝑎𝑖 + ∑ 𝛽𝑗
4
𝑗=2 𝑡𝑖𝑒𝑟𝑗  + ∑ 𝛾𝜅

7
𝑘=2 𝐷𝑂𝑊𝑘 +  ∑ 𝛿𝑙

12
𝑙=2 𝑀𝑜𝑛𝑡ℎ𝑘 + 휀𝑖𝑡              (4.1) 

 
where 𝐶𝑖𝑡 is consumer i’s expenditure on day t, 𝑎𝑖  is a consumer-specific effect, 𝑡𝑖𝑒𝑟𝑗 are dummy variables 

for each of the four tiers used in the analysis, 𝐷𝑂𝑊𝑘 are day of the calendar week dummy variables, 
𝑀𝑜𝑛𝑡ℎ𝑘 are months dummy variables, and 휀𝑖𝑡 is a daily consumer-specific error term. The consumption 
response to check receipt is revealed by the coefficients on the 𝑡𝑖𝑒𝑟𝑗 variables defining the treatment and 

control groups. 
Next, our empirical strategy for estimating the probability for on-time payments is motivated by the 

following linear probability model: 

                                      𝑌𝑖𝑡 = 𝛽𝑆𝑖𝑡 + 𝛾𝑋𝑖𝑡 + 𝜌𝑖 + 𝜃𝑠𝑡 + 휀𝑖𝑡                                       (4.2) 

In (4.2), 𝑌𝑖𝑡 is a given outcome of interest measured in electricity meter i in year t. Given our research 

question, in the first part of our analysis 𝑌𝑖𝑡 is a dummy variable that takes the value one if the bill is paid 

on-time and zero otherwise and in the second part of the analysis, it takes the value one if a customer 

doesn’t switch to an alternative electricity provider and zero otherwise. 𝑆𝑖𝑡is an indicator variable that 
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takes values from one to four if bill’s due date is located in the first-, second-, third-, or fourth-day bin 

respectively. 

We control for a vector of time-varying variables, 𝑋𝑖𝑡, which includes a dummy variable indicating whether 

a meter is under a regular or a social residential tariff. It also includes a dummy variable indicating 

incidences of bill shocks. A bill shock is assumed if a period’s consumption is above its mean plus one 

standard deviation for regular tariff, whereas for SRT if consumption is above by more 10% than its 

prespecified limit. Thus, the coefficient β captures the response probability in the outcome variable in 

response to a change in the indicator variable 𝑆𝑖𝑡. The model also includes cross-section fixed effects (𝜌𝑖), 

and a vector with date and region fixed effects (𝜃𝑠𝑡) to account for unobserved changes in meter-, region-

, and time-level. Time dimension accounts for changes in the consumption patterns during lockdown 

periods in Greece and regional fixed effects accounts for differences in weather conditions that lead to 

different consumption patterns. For example, northern Greece has on average lower temperatures than 

southern Greece. 

To estimate the day effect on the loyalty we follow a slightly different strategy by using no-panel OLS (a 

sample of NT observations) as it shown in the following model: 

                                           𝑌𝑡 = 𝛽𝑆𝑡 + 𝛾𝑋𝑡 + 𝜃𝑠𝑡 + 휀𝑖𝑡                                                                       (4.3) 

We follow this strategy since for each individual the outcome takes only one value either one or zero, with 

one indicating that the consumer is active and zero indicating that the consumer has switched to another 

utility. Thus, there is no variation within a cross section in the output. To account for possible 

homoscedasticity, we use robust errors and we further assume that there is no correlation between 

different units in the same period since our sample was randomly selected out of the utility’s customer 

pool. 

Given our research question, in this second part of our analysis, 𝑆𝑡is an indicator variable that takes values 

from one to four if bill’s due date is more frequently located in the first-, second-, third-, or fourth-day bin 

respectively.  Since a customer, during the sample period, may receive bills that expire in different day 

bins, we estimate for each customer its most frequent day bin. Then, we only take into account for this 

analysis customers if their most frequent day bin accounts for more than 50% of their total observations. 

As before, we control for a vector of time-varying variables, 𝑋𝑡, which includes a dummy variable 

indicating whether a meter is under a regular or a social residential tariff. It also includes a dummy variable 

indicating incidences of bill shocks. Thus, the coefficient β captures the response probability in the 

outcome variable in response to a change in the indicator variable 𝑆𝑡. The model also includes a vector 

with date and region fixed effects (𝜃𝑠𝑡) to account for unobserved changes in meter-, region-, and time-

level. 

4.4 Results 

A. The impact of check arrival on bill payments 

Results on equation (4.1) are presented in Figure 8 below. It is apparent that consumers choose to pay a 

significantly higher amount for utility bills 1 to 10 days after their check arrival. This comes in contrast 

with the smooth consumption hypothesis and indicates a consumer’s bias towards overspending around 

his/her payment day. 
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Figure 8: Impact of check arrival on bill payments 

 

B. On-time payment 
We first present evidence regarding the average number of overdue days across different day bins and 
the associates probabilities of on-time payment. Figure 9, shows that the number of overdue days more 
than double between the first and the second day bin. In the first day bin there is an average delay of 70 
days for paying the bill and this increases to almost 160 days in the second day bin. Overdue days decrease 
to just above 150 days in the third day bin and then further decreases to 76 days in the fourth day bin.    

 
Figure 9: Overdue days of payments and probability of on-time payment 

In panel B, we present results from estimating equation 4.2. Results show an increased probability for on-
time payment if bill payment is due in the first day bin. Taking into account the effect of bill shocks, any 
unobserved unit, region, and time fixed effects the estimated probability for on-time payment is almost 
72%. This probability steadily decreases in the second- and third-day bin, reaching its lowest point of 
almost 54%. It then increases to almost 68% during the fourth day bin. 
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C. Loyalty 

Figure 10 below shows results regarding the effect of the due day on the probability of a customer to 

remain in the company or switch to a different provider and is based on equation 4.3. Results show that 

the loyalty probability marginally increases if due payment is tiers 3 and 4. In contrast, the loyalty 

probability is lower in tiers that are closer to check receipts dates. 

 

Figure 10: Day effect on loyalty 
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5. Big data methods 

Use case 3 aims to leverage the power of big data and ML to assess the impact of behavioural insights on 

energy consumption patterns. To do so, use case 3 carrying out two different analyses. The first analysis 

will explore the data collected by CW through the installed energy meters in their customers’ premises. 

This aims to build a data-driven energy forecasting framework and provide insights to the customers to 

efficiently plan their energy costs. The second analysis of use case 3 will investigate the role of household 

characteristics in determining the effect of CW’s intervention (use cases 1 and 2) by building ML models 

for estimating causal inference and heterogeneity in causal effects in experimental studies. Based on the 

findings of this analysis, additional 150 customers for whom the intervention is expected to have the 

greatest impact will be enrolled on the treatment group and receive a home energy report. 

This section presents the analysis progress for use case 3, “The role of big data in assessing the impact of 

behavioural insights in energy consumption”. In particular, the section presents the background of these 

analyses, the aims and the scope. It also presents the data on which these analyses are based, the 

methodological framework and the models developed and finally, the results and the insights. 

5.1 Forecasting 

5.1.1 Background 

Many buildings nowadays are constructed and built with energy efficiency in mind; however, older 

structures may adhere to a different standard. Thus, smart refurbishments and retrofit expenditures, in 

the latter cases, attempting to minimize gas emissions and fossil fuel use, result in lower CO2 emissions 

and energy consumption, making the structure more environmentally friendly. Many elements influence 

building energy performance, including building structure and materials, ambient weather conditions and 

inhabitants' actions and behaviours. To efficiently analyze and anticipate buildings' energy consumption 

and production, civil engineers and constructors employ a variety of methodologies, including engineering 

models, statistical methods, and artificial intelligence (AI) algorithms. 

The first method, engineering models, is a more conventional approach that employs physics and 

thermodynamic concepts to describe every component of the structure while also taking into account the 

inhabitants' energy behaviour. Even though these approaches have been shown to be quite successful 

and precise, they need information on construction and environmental characteristics that are only 

sometimes available. Furthermore, this building modeling and analysis technology requires extensive 

expertise and well-trained operators, resulting in prohibitively high operational costs for consumers. For 

example, (Yao and Steemers 2005) developed a model to forecast residential buildings' daily energy 

consumption profile utilizing a renewable energy system. To do this, the overall building energy 

consumption was computed as the sum of numerous components using a specialized modelling approach. 

In the second method, statistical regression methods correlate energy consumption or production with 

prior parameters. (Newsham and Birt 2010) used an autoregressive integrated moving average with 

exogenous variables (ARIMAX) model to forecast energy consumption. Based on their findings, adding the 

building occupants' behaviour as an independent variable improved the model's accuracy. Their data is 

derived from a three-story building (around 81 individual workplaces, 5800 square meters in total) in 

eastern Ontario, Canada, where wireless sensors were deployed to collect information on occupancy-
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related activities. On the other side, (Lei and Hu 2009) utilize linear regression models to correlate the 

energy consumption with exogenous parameters such as weather conditions (e.g., temperature, humidity 

and solar radiation). Based on their setting and findings, external temperature seems to be best driver 

forecasting energy consumption. The data used in their analysis were collected from 11 office buildings in 

Wuhan, China.  

The most widely used approaches in the third category are Artificial Neural Networks (ANNs). ANNs are 

widely used since they perform effectively in a wide range of applications and fit well in non-linear 

settings. In building energy performance, they are used for various applications such as analysing 

heating/cooling loads, forecasting electricity consumption, sub-level components operation and 

optimisation. For example, (Ekici and Aksoy 2009) utilized a backpropagation neural network to anticipate 

the energy consumption of buildings. They trained different neural networks to forecast heating energy 

requirements using operating parameters such as building transparency ratio (%), insulation thickness 

(cm), and building orientation. Their forecasted values were quite close to the actual data, obtaining an 

accuracy of 98.51%, 96.36%, and 94.83%, respectively, for the three different networks that were trained. 

Although both statistical and AI approaches have some advantages over the engineering methods, their 

performance and forecast accuracy depends on the amount and quality of the available data. AI 

approaches can interpret large amounts of data and efficiently fit to non-linear settings.  In addition, it’s 

a rapidly growing domain with new applications and technologies with promising results in several 

domains. Within this analysis we will examine several forecasting scenarios to see whether ML models 

can forecast consumer’s energy consumption and production for one day ahead, and at the same time 

explore if ML models outperforms linear forecasting models. To do so we will examine the energy 

consumption and the production as two different cases. For each case, we built up different scenarios 

based on the features used for the forecasting process. 

5.1.2 Data 

The data used in this analysis ranges from January 2017 to November 2022 and comes from the CW’s 

customers who have PV installed on their premises. The data includes the daily energy consumption, the 

amount of energy bought from the grid, the sold energy and the energy produced by the PVs. In addition, 

to implement the designed forecasting scenarios we also use the demographic data for the CW’s 

customers and the weather conditions (e.g. temperature, humidity, etc.) for the related cities, when 

available. By combining the available data, we design and implement different forecasting scenarios.  

Table 9 presents the data used for this analysis along with their description. Panel A presents the data 

related to customers’ energy consumption and production, panel B shows the demographics used, and 

panel C presents the collected weather data. 

Table 9: Variables use in big data analytics for forecasting 

Title Description 

Panel A: Data related to consumers’ energy consumption and production 

Date Date of the observation 

Produced energy  Total production for a selected date in watt hours (e.g. 50.416 Wh) given by: 
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𝑇𝑜𝑡𝑎𝑙 𝑐𝑜𝑛𝑠𝑢𝑚𝑝𝑡𝑖𝑜𝑛 = 𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑑 + 𝐵𝑜𝑢𝑔ℎ𝑡 − 𝑆𝑜𝑙𝑑 

Bought energy Total energy bought from the grid for a selected date in watt hours (e.g. 50.416 Wh). Bought is a 
driver of consumer’s behaviour since the consumer can transfer the heavy electricity actions (e.g. 
cooking) on hours within a day when there is sun light. 

Sold energy Total energy sold to the grid for a selected date in watt hours (e.g. 50.416 Wh) * produced but not 
used 

Total consumption  Total consumption for a selected date in watt hours. 
Calculated as Total consumption = Produced + Bought – Sold 

Name of the date  The day name of a selected date (e.g. Monday) 

Name of the month  The name of the month of a selected date (e.g. May) 

Holiday Binary variable indicating whether the selected date is a holiday (1) or not (0) 

Panel B: Data related to consumers’ demographics 

Heating area  Integer indicating the heating area in sq. meters (e.g. 150) 

Climate Zone  Climate zone the house is located.  

Available values: 0 (missing), 1, 2, 3, 4  

Terraced (Building type) Binary variable indicating whether the house is terraced with another buildings (1) or not (0). 

Available values: 2 (missing), 0, 1 

Heating type electricity Binary variable indicating whether the household primary heating appliance uses electricity (1) or 
not (0). 

Available values: 2 (missing), 0, 1 

Panel C: Data related to weather conditions 

Temperature  Temperature in Celsius degrees (°C) for the customer’s city (e.g. 14.97 °C) 

Dew Point  Dew point in Celsius degrees (°C) for the customer’s city (e.g. 12.84 °C) 

The dew point is the temperature to which air must be cooled to become saturated with water 
vapor, assuming constant air pressure and water content. 

Humidity Humidity in percentage (%) for the customer’s city (e.g. 93.0 %) 

Wind Speed Wind speed in Kilometers per hour (kph) for the customer’s city (e.g. 14.97kph) 

Pressure  Pressure in millimeters of mercury (Hg) for the customer’s city (e.g. 32.22Hg)  

Atmospheric pressure, also known as barometric pressure, is the pressure within the atmosphere 
of Earth. 

Precipitation Precipitation in millimeters (mm) for the customer’s city (e.g. 1.28mm) 

Precipitation is any product of the condensation of atmospheric water vapor that falls under 
gravitational pull from clouds. 

Table 10 presents the descriptive statistics for the energy usage for all customers for the period January 

2017 to November 2022 after we remove the outliers. The total observations are 870.000 after the 

deletion of the consumers with extreme values. The outliers in this scenario are calculated as the clients 

whose mean total consumption exceeds the 85th percentile or is less than the 15th percentile. 
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Table 10: Descriptive statistics for total consumption, energy produced and bought and sold to the grid 

 Total consumption Produced Bought Sold 

Mean 47.04 kWh 36.43 kWh 25.12 kWh 35.73 kWh 

Standard deviation 60.89 kWh 60.44 kWh 49.96 kWh 53.50 kWh 

Min value -4786.03 kWh 0.00 kWh 0.00 kWh 0.00 kWh 

25% 23.86 kWh 13.27 kWh 0.10 kWh 4.49 kWh 

50% 39.45 kWh 27.01 kWh 13.00 kWh 25.29 kWh 

75% 62.23 kWh 50.62 kWh 38.94 kWh 53.98 kWh 

Max value 25091.72 kWh 25090.36 kWh 34711.41 kWh 34712.12 kWh 

Figure 11 presents the frequency distribution for daily average electricity consumption for all customers. 

From the diagram, we observe that a large proportion of the CW’s customers consume around 28 – 47 

kWh on average per day. 

 

Figure 11: Frequency distribution for daily average electricity consumption 

Figure 12 presents the distribution of clients per heating area while Figure 13 presents the distribution of 

clients per building type (based on the binary variable “terraced”). From the previous figures, we observe 

that the demographic data is missing for many customers. However, most of the customers who provided 

their building type are living in large, terraced houses, meaning that their buildings do not directly connect 

with other buildings nearby, a fact somewhat rational since the PVs need a large area to be installed. 
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Figure 12: distribution of clients per heating area 

 

Figure 13: Consumers distribution based on building type 

Table 11 presents the descriptive statistics for the weather data collected for 312 cities where CW’s 

customers are located.  

Table 11: Descriptive statistics about the weather conditions for 312 cities in Sweden 

 Temperature 
(°C) 

Dew Point (°C) Humidity (%) Wind Speed 
(Kph) 

Pressure (Hg) Precipitation 
(Total (mm)) 

Mean 9.33 4.38 76.71 16.38 33.88 2.19 

Standard 
deviation 

7.54 6.63 12.55 7.33 56.54 4.54 

Min value -29.40 -32.50 19.00 0.97 27.56 0.00 

25% 3.60 -0.20 68.00 11.03 29.82 0.00 

50% 9.16 4.40 78.50 15.35 30.67 0.20 

75% 15.49 9.62 87.00 20.40 31.44 2.33 

Max value 30.52 21.36 100.00 77.40 1048.50 147.38 

To create the forecasting framework, we identified our dependent variable (Y) as each household's daily 

consumption or energy bought and examined these two cases independently. We run several scenarios 

combining the available data to identify the covariates that can effectively forecast household 

consumption or production. 

5.1.3 Methodological framework  

The methodological framework used in this analysis does not differ from the methodology described in 

previous deliverables such as D1.3 ‘Specifications of big data analytics’. However, with the addition of 

new data, further forecasting scenarios can be implemented, allowing for the utilization of a greater 

amount of data and more reliable results. This section presents the methodological framework, the 

forecasting models, and the scenarios tested. The results of this analysis are presented in section 0. 

Figure 14 presents the methodological framework used for the analysis. The framework consists of 4 

distinct steps, the data preparation (collection, cleaning and pre-process), the feature extraction and 

normalization, the forecasting model training and evaluation and finally the predictions and insights. 
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Figure 14: Methodological framework used in big data analytics for household energy consumption and production 
forecasting  

Data preparation (Collection, cleaning and pre-process) 

This first step is mandatory to collect and homogenize the data since this analysis has three different data 

sources. The first category refers to the consumers’ energy usage data provided by the CW and collected 

through smart meters from customers’ premises. This is an automated process; however, additional 

actions regarding data protection, confidentiality, and integrity are applied. Issues such as missing or 

wrong values due to hardware malfunction is a big issue and the data should subject to quality control 

before any process. The second data type refers to customers’ demographics also provided by CW. Most 

of the time, demographic and categorical data suffer from missing values and misspelt input. This data 

type is checked with automated tools and human inspection. Finally, the third type of data refers to the 

weather conditions in the cities where customers are located. This type of data is hard to find and collect 

since most relative services provide their data either underpayment or strict usage policies. One additional 

difficulty with weather conditions is that data are available only for certain locations, and further process 

is needed to map the available locations to the provided and aggregate more than 1 city together. For the 

forecasting scenarios, we map around 90 locations to the nearest cities where we found data regarding 

their weather conditions. Regarding the cleaning and the pre-process of the data, this step involves the 

removal of the extreme values, and integration of the three different datasets presented before. 

Feature extraction and normalisation 

This step considers the actions to be followed to transform the collected data into a form completely 

comprehensible by the ML models. Based on the available data this step includes actions such as the 

vectorization of the categorical variables (e.g. date name, month name, the climate zone, etc.), 

normalization of the numerical variables (e.g. consumption, bought, etc.) and the creation of the previous 

measurements (lags) that will be used for the prediction. The process of vectorization translates the 
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categorical variables into vectors containing all available values each feature can have; for example, for 

the date names (7 available values), we are creating a vector of 6 elements13. In this setting, we are using 

a count vectorizer for the vectorization of the categorical variables. The normalization of the numerical 

values refers to the process of scaling individual samples to have a unit norm. This is the case when 

different features use different scales (e.g. energy consumption is measured in kWh while the 

temperature is measured in Celsius degrees). Normalization overcomes this issue by creating new values 

that maintain the general distribution and ratios in the source data while keeping values within a scale 

applied across all numeric columns used in the model. We employ a feature-wised normalizer for all 

numerical variables. Each feature uses a unique normalizer to fit the data used for the model's training 

and apply this scaler to the data used for the models' test. For all models trained in this analysis we used 

a normalizer range from 0 to 1 except the support vector regressor for which we used a normalizer range 

from -1 to 1 instead. Finally, we used a fixed effects estimator (within transformation) to account for the 

panel nature of the data14. 

Model training and model evaluation (training, fine tune and evaluation) 

This step describes the actions that took place to train, fine-tune and evaluate the models used in this 

analysis. The models will try to learn to fit the provided data to compute the appropriate weights and 

minimize their loss function. To train the selected models, we first split our dataset into two sets, the 

training set and the testing set. The training set is used to train and fine-tune the corresponding modes, 

while the training set is used to evaluate the models on data not observed from the models by then. Three 

different cases were tested to enhance our insights and provide robust results. All cases differ in the 

splitting ratio. The first splits the dataset into a 70/30 ratio, the second into an 80/20 ratio and the third 

into a 90/10 ratio, into training and testing sets, respectively. In all cases, the chronological order of the 

data was maintained by keeping the older data for model training and the newest for model evaluation.   

The models examined in this analysis along with the evaluation metrics and the fine-tuning process are 

presented in detail in section 5.1.3.1.  

Forecasts and insights 

The final step includes the interpretation of the models. In this step, the testing set will be used to evaluate 

how the models adapt properly to new, previously unseen data drawn from the same distribution as the 

one used to train them. That way, we can compare the models’ generalization ability and also get an 

insight into the features that can be used to effectively forecast energy consumption and production. 

5.1.3.1 Forecasting models and evaluation metrics 

In the context of this analysis several linear and non-linear ML models were trained and evaluated. The 

rest of the section presents the models used and the metrics that were leveraged to assess the models’ 

performance. 

 

 

 

13 Each place in the vector indicates a date of the week and a value of 1 indicates that this date was selected. The rest values are filled in with 0. 
The final date will be presented with 6 zeros in the row. This is done to avoid variable multicollinearity. 
14 For each numerical feature of each consumer, we subtract the mean value from all client’s observations 
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Forecasting models 

Ordinary Least Squares Linear Regression (OLS) 

The Least Square Methods (LSMs) (Abdi 2006) are one of the most widely used statistical estimation 

methods. It is considered a very tractable method since the underlying mathematical background (e.g., 

eigendecomposition, derivatives, singular value decomposition, etc.) is well-studied. A LSM can be used 

for estimating the parameter values of a function so that it fits a series of data or for characterising the 

statistical attributes of a data series. Various LMS variations exist, such as the Ordinary Least Squares (OLS) 

and Weighted Least Squares (WLS).  

The most frequent application of OLS is linear regression, which is concerned with finding a curve that 

best fits a series of data points. Specifically, a number of observations are exploited to find a function that 

relates the values of a dependent variable to the values of an independent variable. This function consists 

of two parameters that respectively specify the slope and interception points of the regression curve. The 

LSM obtains an estimate of these parameters so that the sum of squared differences between the 

observations and the estimates is minimized. 

The estimates obtained through the OLS method feature several strong statistical attributes, as follows: 

a) the model is linear, b) the estimated data constitute a random sample from a well-defined set, c) the 

independent values are linearly independent, d) the error has a zero expected value, and e) the error 

follows a normal distribution and is uncorrelated with the independent variables. 

In cases where there exists an independent estimate of the error, the WLS method can be leveraged, 

resulting in better estimates. In the WLS method, a weight is assigned to each observation reflecting the 

uncertainty of the measurement.  In more detail, the assigned weight is a function of the variance of the 

respective observation. 

Linear Model Regression with L1 Regularisation (The LASSO) 

The Least Absolute Shrinkage and Selection Operator (LASSO) (R. Tibshirani 1996) regression is a shrinkage 

and variable selection method for regression models that aims to address the overestimation and 

overfitting issues of standard regression methods (Ranstam and Cook 2018). The LASSO method derives 

the variables and corresponding regression coefficients leading to a regression model, in which the 

prediction error is minimized. In this direction, the LASSO method employs a constraint on the regression 

model parameters that ‘shrinks’ its coefficients towards zero by imposing the sum of the absolute value 

of the coefficients to be less than a threshold, denoted by 𝑡. Consequently, variables with a coefficient 

value of zero are removed from the model. A k-fold cross-validation approach can be leveraged to obtain 

the 𝑡 threshold (Ranstam and Cook 2018).  

According to this approach, the dataset is randomly divided into k equally-sized subsets. k-1 subsets are 

used for establishing the model, while the rest are used for its validation. This process is repeated k times, 

while a different subset is used for the validation each time. The final result is generated through the 

combination of k validation results for a range of t values and choosing the preferred value to be employed 

by the regression model. In summary, the LASSO method offers a better overall estimation by eliminating 

potential biases in estimating individual parameters. 

Elastic Net Regression (ElasticNET) 
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Regularization is a method that builds simple regression models in order to avoid overfitting. Overfitting 

is a problem that occurs when the model has a good performance with the training dataset and a bad 

performance with the testing dataset. To this end, regularization reduces the errors by appropriately 

fitting a penalty function to the training dataset. The ElasticNet (Zou and Hastie 2005) is a regularization 

method for linear regression that also performs variable selection (Hans 2011). Its aim is to determine the 

appropriate coefficients, by applying penalty functions, so that the error squares sum is minimized. 

ElasticNet combines both Ridge (McDonald 2009) and LASSO regression methods to provide shrinkage 

similar to that of Ridge regression, while simultaneously offering variables selection similar to the LASSO 

method. There are two types of penalties, namely L1 and L2. A model using the L1 penalty is called LASSO 

regression model, while the model using the L2 penalty is called Ridge regression model. The LASSO 

regression model adds the absolute magnitude value of the coefficient as a penalty term, while the Ridge 

regression adds the squared magnitude of the coefficient. As a result, LASSO regression aims to shrink the 

coefficients to zero; if this is not achievable, it eliminates the coefficient from the model. On the other 

hand, Ridge regression does not remove coefficients from the model; instead, it includes all coefficients 

in the L2 penalty. A considerable advantage of ElasticNet is that it promotes a grouping effect, thus 

strongly correlated predictors tend to be in or out of the model as a group. The ElasticNet is useful when 

the number of observations is much smaller than the number of predictors. 

Random Forest Regressor (RFR) 

Random Forest (RF) is a regression and classification method that aggregates a large number of decision 

trees (Boulesteix, et al. 2012). Particularly, it constitutes an ensemble of trees generated from a training 

dataset and validated internally to generate future estimates based on a given predictor. A decision tree 

starts with a basic question and the final answer is generated after a series of subsequent questions. Each 

question constitutes a decision node in a tree, while the final answer is denoted by a leaf node. There 

exist multiple RF variations based on the tress aggregation technique, the method for generating the 

datasets, and the individual tree generation process.  

Also, a set of hyperparameters is used to configure the RF prior to the training, namely the number of 

samples, the number of trees, and the node size. A considerable advantage of RFs is that they do overfit 

due to the Law of Large Numbers (Breiman 2001). Moreover, RFs can handle both classification and 

regression tasks. Also, there exist multiple techniques (e.g., Gini importance index) for evaluating the 

importance and impact of a particular variable on the whole model. Finally, RFs can effectively determine 

missing values in a dataset with high accuracy. 

eXtreme Gradient Boosting (XGBOOST) 

Gradient Boosting (GB) refers to a class of ensemble machine learning techniques that can be utilised for 

classification or regression problems. GB is method where new models are generated and added to the 

model in order to correct estimation errors generated by the previous model. The method leverages the 

gradient descent algorithm to minimize the loss when adding new models (Mason, et al. 2000).  

The eXtreme Gradient Boosting (XGB) library is widely used implementation of GB (Chen and Guestrin 

2016). XGB uses decision trees as the base learners. A base learner can be any individual learning 

algorithm in an ensemble algorithm. XGB uses the outputs of numerous models to get a final prediction, 

which is an ensemble learning method. Using a graph resembling, a decision tree is a learning technique 

that simulates a continuous or categorical choice based on input data. 
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Support Vector Regression (SVR) 

The aim of a Support Vector Machine (SVM) algorithm is to find a hyperplane in the N-dimensional space, 

where N stands for the number of features, that classifies the data points (Noble 2006). A hyperplane can 

be considered as a decision boundary that classifies data points. Therefore, data points that are located 

on either side of the hyperplane belong to different classes. There exists multiple possible hyperplane that 

can separate two classes of data points. The goal is to determine a hyperplane that has a maximum margin 

(i.e., maximum distance between the data points). The data points that are close to the hyperplane are 

denoted as support vectors and are used to adjust the orientation and position of the hyperplane so that 

the margin is maximised. Based on the type of separating hyperplane, SVMs can be categorised into linear 

SVMs, in which the data points can be divided into two classes using a straight line (i.e., linearly 

separatable data points), and non-linear SVMs, in which the data points cannot be separated by a straight 

line. 

SVR is a supervised learning algorithm that aims to predict values using the operating principles of SVMs. 

The main concept behind SVR is to determine a curve that best fits the data points. In this respect, the 

best fit curve is the hyperplane that includes the maximum number of data points. In contrast to other 

regression models, which minimize the error between the predicted and observed values, SVR tries to 

find the best curve within a threshold value, denoted as the distance between the boundary line and the 

hyperplane. The objective function of SVR is to minimise the L2-norm of the coefficient vector, instead of 

the squared error (as in the OLS method). The respective error is managed through the constraints, where 

an error margin can be defined. By setting the error margin, SVR offers the flexibility to configure the 

accuracy of the model, prior to finding the curve that best fits the data points. 

Multi-layer Perceptron Regressor (MLP) 

Artificial Neural Networks (ANNs) are structures that imitate the functions of the brain. These networks 

can learn from data relationships and generalize to previously unobserved situations. The Multi-layer 

Perceptron (MLP) is one of the most widely used ANNs, which employs supervised training using samples 

of data with known outputs (Bishop 1996).  

A perceptron represents the simplest form of neural network and has only one output to which all inputs 

are connected (Taud and Mas 2017). The perceptron inputs correspond to variables and the output is the 

respective binary class prediction. A Single-layer Perceptron (SLP) is constructed by connecting many 

perceptrons in parallel. Each SLP node generates a value based on the weighted sum of the products that 

correspond to the inputs. If that value is greater than a pre-defined threshold, the node output will be 

activated. The main benefits of the SLP are the ease of configuration and training, while the results are 

easily interpretable as the sigmoid output of the logistic regression can be associated with posterior 

probabilities. 

Nevertheless, a perceptron or an SLP cannot handle non-linear separable problems. To this end, several 

layers are successively added, creating an MLP neural network. The MLP is a feedforward neural network, 

meaning that the output data from one layer are forwarded as inputs to the next layer. Also, the first and 

the last layers are denoted as input and output layers, while the rest are denoted as hidden layers of the 

network. Additionally, each connection between layers is assigned a weight, which denotes the 

connection’s importance. In conventional MLP, random weights are assigned to each connection. Due to 

this, the final output may deviate from the expected one, resulting in an error (i.e., the difference between 

the expected and final values). To this end, the back technique is employed to optimise the MLP weights. 
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Using backpropagation this error is forwarded back to the network in order to readjust the weights so 

that the error is minimized. The performance of an MLP network is affected by the number of connections, 

the number of layers, as well as the training parameters, such as the learning rate and whether 

backpropagation is employed. 

Models’ evaluation 

For the evaluation of the models, the In-sample and Out-sample, Root Mean Squared Error (RMSE) and 

Mean Absolute Percentage Error regression loss (MAPE) will be employed. 

Root Mean Squared Error (RMSE) 

The Root Mean Squared Error, or RMSE is the square root of the mean of the square of all prediction 

errors (residuals). The RMSE measures the residual spread, expressing how concentrated the data is 

around the line of best fit. Its value is given by the following equation: 

  𝑅𝑀𝑆𝐸 =  √
1

𝑛
∑ (𝑆𝑖  − 𝑂𝑖)2𝑛

𝑖=1        (5.1) 

where 𝑂𝑖 are the observations, 𝑆𝑖 the predicted values of a variable, and 𝑛 the number of total 

observations. RMSE is considered an excellent general-purpose error metric and has been used 

extensively for numerical predictions. 

Mean Absolute Percentage Error (MAPE) 

The Mean Absolute Percentage Error, or MAPE measures how accurate a forecast model is. It is also 

known as the Mean Absolute Percentage Deviation, or MAPD. It measures the forecasting accuracy as a 

percentage and can be defined as the average absolute per cent error minus actual values divided by 

actual values for each time. MAPE can be expressed as:  

𝑀𝐴𝑃𝐸 =  
1

𝑛
∑ |

𝐴𝑡− 𝐹𝑡

𝐴𝑡
|𝑛

𝑡=1     (5.2) 

where 𝑛 is the number of fitted points, 𝐴𝑡 is the actual value, 𝐹𝑡 Is the forecast value, and 𝛴 is summation 

notation (the absolute value is summed for every forecasted point in time). 

Models’ fine-tuning 

A fine-tuning process (grid search) is implemented to train and select the best parameters for each of the 

models presented before. This means that different model variables are tested, and the best parameters 

based on the evaluation metric will be selected to train the model and ensure the best possible fit. Table 

12 presents the parameters tested for the previous models. For every grid search, a 10-K cross-validation 

was employed. 

Table 12: Grid search parameters for forecasting model training 

Models Parameters Total fits 

OLS -  - 

LASSO alpha: [0.0001, 0.0011, 0.0021, 0.0031, 0.0041, 0.0051, …, 0.20]  2000 
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ElasticNET 
alpha: [0.0001, 0.0011, 0.0021, 0.0031, 0.0041, 0.0051, …, 0.20] 
l1_ratio: [0.001, 0.01, 0.1, 0.5, 0.7, 1] 

12000 

RFR 
n_estimators: [5, 10, 20, 30, 40, 50, 100, 150, 200] 
max_depth: [3, 5, 10, 20, 30, 40, 50, 100] 

1140 

XGBoost 
n_estimators: [5, 10, 20, 30, 40, 50, 100, 150, 200] 
max_depth: [3, 5, 10, 20, 30, 40, 50, 100] 

1140 

SVR 

kernel: [linear, rbf, poly]  
C: [0.01, 0.1, 1]  
epsilon: [0.01, 0.1, 1] 

for Linear SVR only 
C: [0.0001, 0.0011, 0.0021, 0.0031, 0.0041, 0.0051, …, 0.10] 
epsilon: [0.0001, 0.0011, 0.0021, 0.0031, 0.0041, 0.0051, …, 0.10] 

270 

and 

100000 

MLP 

solver: [adam, lbfgs, sgd] 
max_iter: [100, 200, 300, 500, 700] 
alpha: [0.001, 0.01, 0.1, 0.2, 0.3, 0.5] 
hidden_layer_sizes: [4, 8, 16, 24, 32] 
learning_rate: [invscaling] 

4500 

5.1.3.2 Forecasting scenarios 

Based on the available data, several forecasting scenarios are tested to examine whether ML models can 

effectively forecast households' energy consumption and production and what features can be used. 

Panel A of Table 13 presents the scenarios designed for the energy consumption forecasting, while Panel 

B presents the scenarios designed for the energy production forecasting. In both panels the input variables 

used are also presented. 

Table 13: Energy consumption and production forecasting scenarios 

Scenario Description of the models Input variables 

Panel A: Energy consumption forecasting scenarios 

#1 
Autoregressive model using past consumers’ consumption (energy 
consumptions from 1, 1-3 and 1-5 days ago) 

- Day name 
- Month name 
- Energy consumption for 1, 1-3, 1-5 

days ago 

#2 
Autoregressive model using past consumers’ consumption + 
Consumers’ energy amount bought from the grid 

- Day name 
- Month name 
- Energy consumption for 1, 1-3, 1-5 

days ago 
- Energy bought for 1, 1-3, 1-5 days 

ago 

#3 
Autoregressive model using past consumers’ consumption + 
Consumers’ demographics 

- Day name 
- Month name 
- Energy consumption for 1, 1-3, 1-5 

days ago 
- Demographic data (heating area, 

climate zone, terraced, heating 
type electricity) 

#4 
Autoregressive model using past consumers’ consumption + 
Consumers’ demographics +  
Consumers’ energy amount bought from the grid 

- Day name 
- Month name 
- Energy consumption for 1, 1-3, 1-5 

days ago 
- Energy bought for 1, 1-3, 1-5 days 

ago 
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- Demographic data (heating area, 
climate zone, terraced, heating 
type electricity) 

#5 

Autoregressive model using past consumers’ consumption + 
Consumers’ demographics +  
Consumers’ energy amount bought from the grid + 
Weather conditions for the consumer’s location 

- Day name 
- Month name 
- Energy consumption for 1, 1-3, 1-5 

days ago 
- Energy bought for 1, 1-3, 1-5 days 

ago 
- Demographic data (heating area, 

climate zone, terraced, heating 
type electricity) 

- Weather conditions for 1, 1-3, 1-5 

days ago (Temperature) 

Panel B: Energy production forecasting scenarios 

#1 
Autoregressive model using past consumers’ production (energy 
production from 1, 1-3 and 1-5 days ago) 

- Day name 
- Month name 
- Energy production for 1, 1-3, 1-5 

days ago 

#2 
Autoregressive model using past consumers’ production +  
Consumers’ demographics 

- Day name 
- Month name 
- Energy production for 1, 1-3, 1-5 

days ago 
- Demographic data (heating area, 

climate zone) 

#3 
Autoregressive model using past consumers’ production +  
Consumers’ demographics +  
Weather conditions for the consumer’s location 

- Day name 
- Month name 
- Energy production for 1, 1-3, 1-5 

days ago 
- Demographic data (heating area, 

climate zone) 
- Weather conditions for 1, 1-3, 1-5 

days ago (Temperature, Humidity) 

Based on the available data and the related literature, the features used for the forecast of energy 

consumption refer mainly to the consumers’ previous consumptions, their demographic, the amount of 

energy bought from the grid during the last days and previous temperatures of their location. That way, 

we examine factors such as demographic data, consumer behaviour and weather conditions that seem to 

affect consumer consumption. In the second case, we mainly consider exogenous factors affecting energy 

production, such as building characteristics and weather conditions. 

5.1.4 Results 

This section presents the results of the best-performing scenarios in the means of RMSE and MAPE, when 

forecasting household energy consumption and production as the dependent variable. Sections 5.1.4.1 

and 5.1.4.2 present the household energy consumption and production forecasting results. 
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5.1.4.1 Forecasting of household energy consumption  

Table 14 presents the results for the forecasting household energy consumption. Each panel (Panels A to 

E) presents the results for the 5 scenarios by presenting the in-sample and out-sample evaluation metrics 

RMSE and MAPE.  

Table 14: Results from energy consumption forecasting 

Model / Best model parameters In-sample  
RMSE 

In-sample  
MAPE 

Out-sample 
RMSE 

Out-sample 
MAPE 

Panel A: Scenario 1  

OLS 8283.47 2.86 9507.93 3.28 

LASSO  
(alpha: 0.0001) 8631.40 2.98 9636.04 3.33 

ElasticNET  
(alpha: 0.0001, l1_ratio: 0.001) 8454.17 2.91 9568.13 3.31 

RFR  
(max_depth: 10, n_estimators: 50) 7655.41 2.66 9447.92 3.28 

XGBOOST  
(max_depth: 5, n_estimators: 20) 7967.99 2.75 9393.00* 3.25 

SVR  
(C: 1, epsilon: 0.01, kernel: rbf) 8069.42 2.78 9485.25 3.27 

MLP  
(alpha: 0.01, hidden_layer_sizes: 16, 
learning_rate: invscaling,  
max_iter: 200, solver: adam) 9133.40 3.54 10048.40 3.95 

Panel B: Scenario 2 

OLS 8250.65 2.81 9320.94 3.27 

LASSO  
(alpha: 0.0001) 8674.76 2.95 9445.94 3.28 

ElasticNET  
(alpha: 0.0001, l1_ratio: 0.001) 8370.54 2.85 9248.45 3.14 

RFR  
(max_depth: 10, n_estimators: 30) 7597.49 2.65 9428.07 3.28 

XGBOOST  
(max_depth: 10, n_estimators: 20) 7504.60 2.61 9203.50* 3.09 

SVR  
(C: 1, epsilon: 0.01, kernel: rbf) 7940.26 2.79 9307.47 3.27 

MLP  
(alpha: 0.01, hidden_layer_sizes: 16, 
learning_rate: invscaling,  
max_iter: 500, solver: adam) 8925.93 3.32 9970.80 3.85 

Panel C: Scenario 3 

OLS 8283.95 2.86 9508.79 3.28 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 45 

 

LASSO  
(alpha: 0.0001) 8632.52 2.98 9637.60 3.32 

ElasticNET  
(alpha: 0.0001, l1_ratio: 0.01) 8455.44 2.91 9568.86 3.30 

RFR  
(max_depth: 10, n_estimators: 50) 7626.65 2.65 9458.18* 3.27 

XGBOOST  
(max_depth: 10, n_estimators: 50) 7586.65 2.63 9491.08 3.29 

SVR  
(C: 0.01, epsilon: 0.01, kernel: linear) 8375.82 2.92 9713.71 3.38 

MLP  
(alpha: 0.01, hidden_layer_sizes: 32, 
learning_rate: invscaling,  
max_iter: 100, solver: adam) 13291.80 4.5 12469.05 4.22 

Panel D: Scenario 4 

OLS 8250.92 2.81 9321.20 3.18 

LASSO  
(alpha: 0.0001) 8674.73 2.94 9445.94 3.21 

ElasticNET  
(alpha: 0.0001, l1_ratio: 0.001) 8370.66 2.85 9248.73 3.14 

RFR  
(max_depth: 10, n_estimators: 50) 7449.16 2.69 9305.47* 3.14 

XGBOOST  
(max_depth: 20, n_estimators: 50) 7600.22 2.74 9324.22 3.18 

SVR  
(C: 0.05, epsilon: 0.01, kernel: linear) 8251.56 2.81 9330.55 3.17 

MLP  
(alpha: 0.001, hidden_layer_sizes: 24, 
learning_rate: invscaling,  
max_iter: 700, solver: adam) 10229.79 3.44 11861.09 3.99 

Panel E: Scenario 5 

OLS 8750.92 2.98 9623.15 3.30 

LASSO  
(alpha: 0.0001) 8974.73 3.15 9650.48 3.32 

ElasticNET  
(alpha: 0.0001, l1_ratio: 0.01) 8870.66 3.10 9577.20 3.27 

RFR  
(max_depth: 10, n_estimators: 30) 7949.16 2.80 9420.40* 3.24 

XGBOOST  
(max_depth: 30, n_estimators: 50) 8100.22 2.85 9570.11 3.27 

SVR  
(C: 0.01, epsilon: 0.001, kernel: linear) 8751.56 2.98 9859.03 3.32 

MLP  
(alpha: 0.3, hidden_layer_sizes: 8, 

9029.79 3.18 9598.12 3.28 
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learning_rate: invscaling,  
max_iter: 300, solver: adam) 

Note: Symbol * indicates the best performing scenario based on out-sample RMSE. 

Figure 15 presents the results of the best-performing model for the 5 scenarios. From all scenarios, the 

second scenario when the energy bought from the grid is also considered, has the best performance in 

terms of out-sample RMSE. For all scenarios the tree based regressors outperform the rest of the models 

while at the same time, nonlinear ML models seems to better fit the data of the implemented scenarios. 

However, the differences between all ML methods are statistically insignificant and preferences in energy 

consumption seem to be defined by idiosyncratic preferences and high persistence. 

 

Figure 15: In-sample and out-sample RMSE for best performing energy consumption forecasting models 

In addition, one point worth mentioning is that the MLP model starts to perform better in the later 

scenarios since scenario 5 employs the most features of all other scenarios providing some promising 

insights about their performance in more complex settings. In total, ANNs underperform the rest models 

in all scenarios, however this may be due to limited fine-tuning performed in this analysis.  

5.1.4.2 Forecasting of household energy production 

The results for forecasting household energy production are presented in Table 15. The three panels (A 

to C) present the results for the 3 forecasting scenarios while presenting the in-sample and out-sample 

evaluation metrics RMSE and MAPE.  

Table 15: Results from energy production forecasting 

Model / Best model parameters In-sample  
RMSE 

In-sample  
MAPE 

Out-sample  
RMSE 

Out-sample  
MAPE 

Panel A: Scenario 1  

OLS 16092.21 8.98 13908.29 7.76 

LASSO 
(alpha: 0.1991) 

16009.16 8.95 14381.67 7.90 
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ElasticNET 
(alpha: 0.1991, l1_ratio: 0.001) 

17957.66 9.25 14232.28 7.81 

RFR 
(max_depth: 10, n_estimators: 50) 

15208.55 8.27 15533.17 8.31 

XGBOOST  
(max_depth: 30, n_estimators: 50) 

16004.85 8.70 16730.65 8.75 

SVR 
(C: 0.0001, epsilon: 0.0441, kernel: 
linear) 

10046.00 6.22 11869.84* 6.98 

MLP 
(alpha: 0.5, hidden_layer_sizes: 4, 
learning_rate: invscaling,  
max_iter: 500, solver: sgd) 

15900.56 8.90 16475.78 8.60 

Panel B: Scenario 2 

OLS 16085.18 8.97 13912.21 7.76 

LASSO 
(alpha: 0.1991) 

16008.38 8.95 14392.39 7.90 

ElasticNET 
(alpha: 0.1991, l1_ratio: 0.001) 

17163.25 9.10 14250.82 7.80 

RFR 
(max_depth: 10, n_estimators: 40) 

14802.20 8.15 14935.81 8.01 

XGBOOST  
(max_depth: 10, n_estimators: 50) 

13523.45 8.03 15530.65 8.31 

SVR 
(C: 0.0041, epsilon: 0.0801, kernel: 
linear) 

9685.11 6.13 11468.04* 6.90 

MLP 
(alpha: 0.5, hidden_layer_sizes: 8, 
learning_rate: invscaling,  
max_iter: 300, solver: sgd) 

15766.41 8.81 15957.48 8.42 

Panel C: Scenario 3 

OLS 15420.31 8.65 13310.77 7.42 

LASSO 
(alpha: 0.1991) 

15288.51 8.35 13207.59 7.40 

ElasticNET 
(alpha: 0.1991, l1_ratio: 0.001) 

16742.85 9.05 13663.12 7.48 

RFR 
(max_depth: 20, n_estimators: 50) 

14441.10 8.07 14753.63 7.95 

XGBOOST  
(max_depth: 30, n_estimators: 50) 

13352.88 8.00 15041.12 8.15 

SVR 
(C: 0.0051, epsilon: 0.0851, kernel: 
linear) 

9496.41 6.07 11305.55* 6.85 

MLP 
(alpha: 0.5, hidden_layer_sizes: 8, 

15454.82 8.65 15533.12 8.38 
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learning_rate: invscaling,  
max_iter: 500, solver: sgd) 

Note: Symbol * indicates the best performing scenario based on out-sample RMSE. 

Figure 16 presents the results of the best-performing model for the 3 scenarios. Of all scenarios, the third 

scenario where both building information and weather conditions are considered, has the best 

performance. In all scenarios, the SVR regressors outperform the rest of the models. In this analysis, only 

the SVR performs better than the linear models; the rest models seem to have similar results, with 

differences non-statistically insignificant.  

 

Figure 16: In-sample and out-sample RMSE for best performing energy production forecasting models 

Forecasting results 

Based on the results of the previous analyses, we observe that the models do not present significant 

variations in simple settings with few features. However, when additional features are considered and the 

scenarios becomes more complicated, the non-linear models start to gain insights into the complexity of 

the data and deliver better results. With greater volumes of data, the ML models are expected to 

significantly outperform the linear models.  

Based on the hypothesis tested, in all scenarios the nonlinear models performed better (tree-based 

regressors in consumption forecasting and SVR in production forecasting) in terms of forecasting error. 

During the next period, additional forecasting models, models’ parameters and forecasting horizons for 

energy consumption and production forecasting will be tested and results will be reported to the following 

deliverable. 

5.2 Big data analytics for optimizing RCT 

The advent of randomized controlled trials (RCTs) in economics has resulted in a plethora of information 

on the average causal effect of a wide range of public and private-sector initiatives. Within an RCT, the 

subjects are randomly assigned between the treatment and the control groups while randomization 

balances subjects’ characteristics (both observable and unobserved), enabling any variations in result to 

0

2000

4000

6000

8000

10000

12000

14000

Scenario 1
SVR

Scenario 2
SVR

Scenario 3
SVR

F
o
re

c
a
s
ti
n
g
 e

rr
o
r 

(k
W

h
)

In sample RMSE Out sample RMSE



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 49 

 

be attributed to the research intervention, and if combined with a large number of subjects eliminating 

selection bias. 

However, these trials have highly disparate effects throughout the treated population. This is rather 

reasonable since the characteristics of each subject may lead to different intervention impact, referred as 

heterogenous treatment effects (HTEs). By locating the subgroups that demonstrate the biggest 

treatment effect, we can identify the baseline characteristics that impact their performance. 

Understanding how different subgroups perform in the means of intervention, can help to improve the 

targeting of the experiment’s audience and enhance the design of the treatment implementation scheme. 

For example, in personalized medicine, when developing new treatments or therapies, researchers often 

try to pinpoint the population most likely to benefit from it, while also minimizing any potential 

downsides. In personalized marketing, one may wish to retaining subscribers by focusing on the 

consumers most likely to be persuaded by a certain offer to continue using the service (Ascarza 2017). 

5.2.1 Background 

Estimating the causal effect for a subject, rather comparing the expected outcome on the experiment 

groups calculating the average treatment effect (ATE), might be tricky since we can only observe subjects 

in only one state, either treated or controlled. This limitation referred as the fundamental problem of 

causal inference by Rubin in 1974, also known as potential outcomes model, describes the situation where 

individuals are assigned only to one group and thus being impossible to calculate the treatment effect for 

each individual (Rubin 1974). This problem can be overcome if we fit a regression model with an 

interaction between a covariate and the treatment indicator. Since this interaction term is significant, the 

treatment’s effect depends on the covariate. Going one step further, we could estimate HTEs by 

calculating the predicted values for individuals in both conditions at that covariate level, subtracting the 

control from the treatment condition calculating the conditional average treatment effect (CATE). 

However, this approach could not easily fit in more complex examples where plenty of baseline variables 

are observed, since it may lack statistical power or even overfit (p-hacking). 

An emerging research area suggests using data-driven ML methodologies to estimate causal inference 

and heterogeneity in causal effects in experimental and observational studies. ML seems to be an 

appealing option for that since it provides disciplined methods for searching for heterogeneity non-

parametrically and are especially beneficial when the researcher observes a large number of baseline 

covariates (Knittel and Stolper 2019).  

(Chernozhukov, et al. 2017) presented a generic approach (named Generic ML15) able to use any of the 

available ML algorithms to predict and make inference on heterogeneous treatment or policy effects. 

Their approach includes a sample split into a main set and auxiliary set using 50% of the data respectively. 

The individuals from the auxiliary set assigned in the control group will be used to fit a model for the 

relationship between the outcome and baseline characteristics using any ML method. The rest individuals 

from the auxiliary set assigned in the treatment group will be used to fit a second model between the 

 

 

 

15 https://github.com/mwelz/GenericML 

https://github.com/mwelz/GenericML
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outcome and baseline characteristics. These two models will be used to predict the outcome for each 

individual in the main set, if the individual had been assigned in the control group and if the individual had 

been assigned the treatment group. The difference of the predicted values will provide the estimated 

individual treatment effects. The authors suggest three advantages relative to other methods, their 

method is generic in the means that any ML model could be use, the method account for the uncertainty 

that arises from sample splitting and provides reliable estimates in high-dimensional settings where the 

number of features is much larger than the log of the number of observations. 

(Wager and Athey 2018) presented the generalized random forest (name GRF16) algorithm that extends 

the idea of a classic random forest to allow for estimating other statistical quantities besides the expected 

outcome such as heterogeneous treatment effects. The forest fits just like any other random forest (e.g., 

resampling, considering a subset of predictors, averaging across many trees) while it’s made up of several 

honest causal trees (Athey and Imbens 2016). The main difference between a regression tree and a GRF 

tree refers to the splitting criteria since the later seeking for the subgroups where the treatment effects 

differ most. The difference in Y between the treatment and control conditions within a leaf of the tree is 

called the treatment effect. The splitting criteria balances two things: finding where treatment effects 

most differ and estimating the treatment effects accurately. That makes the trees and the forest “causal”. 

In addition, the forest considered “honest” in the means that the data uses for fitting are split into two 

subsamples: a splitting subsample and an estimating subsample. The splitting subsample is used to fit the 

causal tree and then apply the tree to the estimating subsample. Each observation of the estimating 

subsample is goes through the tree until it reaches a leaf. Finally, the tree estimates the treatment effects 

within each leaf by taking the difference between the mean of the treatment and the mean of the control 

cases.  

(Funk, et al. 2011) presented the Doubly Robust Estimator, an estimation method that combines a form 

of outcome regression with a model to estimate the causal effect of an exposure on an outcome. Doubly 

Robust Estimators that combine regression adjustments and inverse probability weighting (IPW) are 

widely used in causal inference with observational data as they are consistent when either the outcome 

or the treatment selection model is correctly specified (Scharfstein 1999). This double robustness property 

is particularly useful when there is a lack of strong subject matter theory when choosing the correct 

functional form of the relationship between the covariates and outcome or between the covariates and 

the propensity score. To this end, Doubly Robust Estimators assist in mitigating confounding bias. This 

method reduces the analysis to two predictive tasks, namely the prediction of the outcome from the 

treatment and controls and the prediction of the treatment from the controls. Next, the method 

integrates the estimation models to create a model for heterogeneous treatment effects. Through this 

approach, various ML algorithms can be used for the two predictive tasks while retaining the favourable 

statistical properties of the final model. 

 

 

 

16 https://grf-labs.github.io/grf 

https://grf-labs.github.io/grf
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Additional approaches for estimating the conditional average treatment effect (CATE) in causal inference 

settings are using meta-algorithms, such as the T-Learners, S-Learners, and X-Learners (Kunzel 2019, Tay 

2022).  

The T-Learner adopts a two-step approach: in the first step, it uses the observations in the control group 

to estimate the response under control. Moreover, it estimates the response under treatment through 

the observations in the treatment group. In the second step, it calculates the CATE. A similar approach is 

adopted by the S-Learner. However, in the first step, the S-learner treats the treatment variable as a 

covariate. Instead of having two models for the response as a function of the covariates, the S-learner has 

a single model for the response as a function of the covariates and the treatment.  

Finally, the X-Learner adopts a three-step approach, as follows: in the first step, it uses observations in 

the control group to estimate the response under control and the treatment group's observations to 

estimate the response under treatment. The second step uses the estimates obtained in the first step to 

derive the estimates of the individual treatment effects (ITE) and builds two ITE models using the 

observations from control and treatment groups, respectively. Finally, in the third step, the X-Learner 

combines the ITE models into a single function and estimates the CATE. A significant advantage of the X-

Learner is that it can adapt to structural properties such as sparsity or smoothness of the CATE and 

presents good performance when the size of one group is much larger than the other. Finally, the X-

Learner can take advantage of any supervised learning or regression method in machine learning and 

statistics to estimate the CATE. 

There is substantial potential for ML models for causal inference to have a major effect on the practical 

application of econometrics, both in traditional and novel settings. However, one major concern of using 

ML causal methods is the availability of data, as well as a rich set of baseline covariances. In this context, 

technology's continuous and rapid progress has disrupted previous perceptions of what data analysis 

could reveal. In the last decade, the increased availability of "big data" has influenced the direction of 

both machine learning and data science, with repercussions in other fields, such as the natural and social 

sciences. 

The scope of this analysis is to provide useful insights on subjects’ characteristics that lead the conditional 

average treatment effect for the CW’s natural field experiment, predict individual treatment effects, and 

finally scale up to a new sample. To do so, we are using data collected through use cases 1 & 2, described 

in 5.2.2, and leveraging the honest causal forest model presented in section 5.2.1. To strengthen our 

findings, we train additional ML models for causal inference such as Double ML Estimators and X-Learners. 

We implement two different scenarios by using the consumption and the bought as the dependent 

variables. 

5.2.2 Data 

Our empirical setting is the energy company CW and, more specifically, the natural field experiment 

implemented in Sweden. In the context of the EVIDENT project, CW will deliver around 50 HERs to their 

clients, an informational material including information about the client’s energy consumption, 

comparisons with similar neighbours and energy conservation tips. The HERs are sent in biweekly rounds 

starting from December 2021. The data analysed in this deliverable considers the first 20 HER rounds. 
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To train a causal model we split the available data into two periods, the pre-experiment period from 

December 2020 to November 2021 and the post-experiment period from December 2021 to November 

2022. To leverage our panel data structure, we define our dependent variable (Y) as the difference 

between average weekly electricity bought (or consumed) for the two periods, pre and post experiment. 

In addition, we set the treatment assignment (W) as a binary indicator for the treated and controlled 

customers, 1 and 0, respectively. To form the independent variables (X) we use 4 statistical moments 

(average, standard deviation, skewness and kurtosis) for the pre-experiment period based on the 

dependent variable. Table 16 sum ups and describes the variables used in this analysis.  

Table 16: Variables use in big data analytics for optimizing RCT 

Variable Description 

Y  
(dependent variable) 

The difference between average weekly electricity bought/consumption for pre and post 
experiment periods 

W  
(treatment assignment) 

A binary indicator, 1 and 0, for the treated and controlled customers, respectively 

X  
(independent variable) 

Mean (mean): mean bought/consumption for the pre-experiment period 

Standard deviation (srd): bought/consumption standard deviation for the pre-experiment 
period 

Skewness (skew): bought/consumption skewness for the pre-experiment period 

Kurtosis (kurtosis): bought/consumption kurtosis for the pre-experiment period 

Table 17 presents the descriptive statistics for consumption and bought for all available data after we 

remove the extreme values. We identify the outliers independently for each case as the measurements 

that exceed the 90th percentile or are less than 50 kWh. Panel A presents the statistics for the period from 

December 2020 to November 2022, while Panel B and C present the corresponding information for the 

pre- and post-experiment periods. 

Table 17: Descriptive statistics for energy consumed and bought 

 Consumption Bought 

Panel A: Descriptive statistics for energy consumed and bought for the period December 2020 to November 2022 

Mean 354.07 kWh 309.53 kWh 

Standard deviation 248.27 kWh 267.31 kWh 

Skewness 1.08 1.00 

Kurtosis 0.73 -0.02 

Max value 1170.83 kWh 1008.35 kWh 

Min value -49.88 kWh 0.00 kWh 

Panel B: Descriptive statistics for the period December 2020 to November 2021 (pre-experiment period) 

Mean 375.46 kWh 328.22 kWh 

Standard deviation 249.39 kWh 272.48 kWh 

Skewness 1.04 0.91 

Kurtosis 0.59 -0.21 
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Max value 1170.42 kWh 1008.35 kWh 

Min value -45.54 kWh 0.00 kWh 

Panel C: Descriptive statistics for the period December 2021 to November 2022 (post-experiment period) 

Mean 328.20 kWh 286.93 kWh 

Standard deviation 244.42 kWh 259.12 kWh 

Skewness 1.16 1.12 

Kurtosis 0.98 0.26 

Max value 1170.83 kWh 1008.05 kWh 

Min value -49.88 kWh 0.00 kWh 

Figure 17 and Figure 18 depict how the average amount of electricity bought and consumed evolves from 

December 2020 to November 2022 after we remove the extreme values. The two diagrams show that the 

consumption measurements present more noise than bought. In both cases, we observe that the 

electricity bought or consumed is lower for the post-experiment period.  

 

Figure 17: Average electricity bought from December 2020 to November 2022 
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Figure 18: Average electricity consumed from December 2020 to November 2022 

5.2.3 Methodological framework  

CW’s natural field experiment is a staggered experiment since the consumers did not enter the 

experiment at the same date. This happens since the data gradually became available, demographics were 

updated during the experiment lifetime, and some customers terminated their contracts with the energy 

company. The customer who terminated their contracts were not included in the analysis. 

We examine 4 different scenarios that differ in the period the dependent variable were calculated: 

1. (Scenario 1) Staggered experiment: use the actual date each customer enters the experiment and 

use the exact the same number of observations pre and post the experiment 

2. (Scenario 2) Staggered experiment one year ago: same as in the first scenario, however the pre-

experiment period is calculated for the same period the experiment evolves but 1 year ago 

3. (Scenario 3) Non staggered experiment: use a universal date for all customers and use the exact 

the same number of observations pre and post the experiment  

4. (Scenario 4) Non staggered experiment one year ago: same as in the third scenario, however the 

pre-experiment period is calculated for the same period the experiment evolves but 1 year ago 

The scenarios are examined separately for consumption and bough. Table 18 presents the time periods 

for the 4 scenarios presented before.  
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Table 18: The period in which the dependent variable is calculated for each of the four scenarios 

Scenario 1 
(staggered) 

 

Scenario 2 
(staggered with pre-
experiment period 1 

year ago)  

Scenario 3 
(non-staggered) 

 

Scenario 4 
(non-staggered with 

pre-experiment 
period 1 year ago)  

Figure 19 presents the methodological framework followed in all 4 scenarios is presented above.  
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1. Aggregate the available 
measurements into weekly 
observations

2. Remove customers with 
less than 60 observations

3. Interpolate missing values

4. Remove outlier

Train and evaluate 
an honest causal forest for impact 

evaluation

Predict individual treatment effects

Scale up to new sample

 

Figure 19: Methodological framework for big data analytics for optimized RCT 

The methodological framework consists of 4 discrete steps, the pre-processing, the model train and 

evaluation, the prediction of the treatment effect and the involvement of additional customers.  

Pre-process stage 

This stage implements all the necessary actions to prepare and provide the input based on the defined 

scenarios. The first step is the aggregation of the hourly measurements into weekly observations. A one-

week period is convenient to examine the impact of the intervention since within a week a household 

repeats its routine including 5 working days and 2 days in the weekend. This step results 82.366 

observations for 867 customers. As the next step, we remove customer with less than 60 weekly 

observations. For the examined period, from December 2020 to November 2022, 98 weeks are included; 

thus, we remove customers with more than 30% of observations missing. 
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That leads to 81.415 observations for 857 customers. Finally, we interpolate the missing values17 and 

remove the outliers. For the outlier removal we are following two different approaches, a) we evenly 

remove every observation below the 15th percentile and the above the 85th percentile based on the 

dependent variable, and b) we remove every observation above the 90th percentile and below the -50 

kWh based on the dependent variable. These two approaches are examined independently. 

Training and evaluation 

With the available data we train and fine tune the following causal ML models:  

• a honest causal forest18 

• a double ML estimator19 

• and an X-Learner20 

The training of the previous models includes a parameter tuning process where different values are used 

to fine tune the models. For example, for the causal forests, different parameters for the number of trees, 

the minimum size a leaf node, the fraction of observations used to grow each tree and the parameter 

alpha that controls the maximum imbalance of a split are tested. The evaluation of the honest causal 

forests is tested by the mean forest prediction and the differential forest prediction values. A coefficient 

of 1 for the mean forest prediction metrics suggests that the mean forest prediction is correct while a 

coefficient of 1 for the differential forest prediction indicates that the forest has captured heterogeneity 

in the underlying signal.  

For the case of the double ML and the X-Learner estimators, different ML algorithms and parameters were 

used to fine-tune and create the models for identifying the heterogeneous treatment effects. The ML 

algorithms tested are the logistic regression, a random forest classifier, a gradient boosting regressor and 

a lasso regression (L1 regularizer). In addition, for the double ML estimator, different values for the cross-

validation splitting strategy and the number of times the first stage models will rerun were tested. The 

same ML algorithms were also used to fit the estimator for the propensity function used by the X-Learner 

model. For the case of the double ML estimators and the X-Learners, the evaluation of the models is based 

on the prediction for the conditional average treatment effect, the prediction standard error and the 

model’s confidence interval, z statistic and p-value.   

All three estimators (honest causal forest, double ML estimator and X-Learners) produced similar results. 

The best models derive from the evaluation process and by comparing models' CATE with the results 

presented in section 3.4. 

Predict individual treatment effect 

 

 

 

17 pandas.DataFrame.interpolate with limit direction equals to "both" 
18 The honest causal forest was trained by using the generalized random forests (grf) R package (Tibshirani, et al. 2018) 
19 The double ML estimator was trained by using the EconML Python library (EconML: A Python Package for ML-Based Heterogeneous Treatment 
Effects Estimation. 2019) 
20 The X-learner estimator was trained by using the EconML Python library (EconML: A Python Package for ML-Based Heterogeneous Treatment 
Effects Estimation. 2019) 
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In this stage, and after the successful training and evaluation of the causal ML models, we predict the 

individual treatment effects in order to rank the customers based on their performance. The greater the 

reduction of customer’s electricity bought/consumption is, the better their performance. This step 

involves the analysis of the treated group. This step is to confirm our initial hypothesis and get insights on 

the characteristics that leads customers performance. The findings of this step are presented in section 

5.2.4. 

Scale up to new sample 

In contrast to the previous step, this step involves only the control group. Based on the trained model we 

now predict the performance of the customers who did not receive any intervention. In simple terms we 

are predicting what would have happened if these customers were treated (also referred as 

counterfactuals). These is feasible since the causal models have tuned based on the given data, the 

treatment assignment, the dependent variable and a set of independent variables. The models can now 

predict the individual treatment effect based on the customer’s characteristics. This step predicts and 

individual effect for each customer in the control group. 

The results of this methodological framework will be used to enroll additional 150 customers to the CW’s 

experiment. The results for the best performing scenarios are presented in the following section. 

5.2.4 Results 

This section presents the results of the best-performing scenarios when using energy bought and energy 

consumed as the dependent variable. Sections 5.2.4.2 and 5.2.4.1 present the results for the scenarios 

where energy bought and consumed are used as the dependent variable, respectively. 

5.2.4.1 Honest causal forest using energy bought as the dependent variable 

Based on the findings, the best-performing scenario when using energy bought as the dependent variable 

is scenario 1. We use the second approach to remove the outliers, meaning that we remove every 

observation with energy bought above the 90th percentile and below the -50 kWh. We then define the 

dependent variable as the difference between the average weekly bought energy for the pre- and post-

experiment periods. Moreover, we calculate the 4 moments (mean, standard deviation, skewness and 

kurtosis) for the pre-experiment period to build the four covariances and wrap up the data with the 

treatment assignment. 

Conditional average treatment effects using the honest causal forest 

The CATE based on the trained honest causal forest is -67.82 kWh (per week), or -21.47 per cent. The 

standard error is 5.58 kWh, meaning that the marginal ATE ranges from -73.40 to -62.24 kWh. Table 19 

presents the CATE (Panel A) and the results of the honest causal forest evaluation (Panel B). Based on the 

evaluation metrics the forest correctly identifies the CATE and captures heterogeneity. 

Table 19: CATE and evaluation metrics of the honest causal forest 

Panel A: CATE based on the trained honest causal forest when using bought as the dependent variable 

CATE  
kWh / % 

Standard error 
kWh 

Marginal CATE 
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-67.82 
(-21.47) 

5.58 From -73.40 kWh to -62.24 kWh 

Panel B: Evaluation metrics of the honest causal forest when using bought as the dependent variable 

 Estimate Std. Error t value Pr (>t) 

Mean forest prediction 1.006407    0.068865   14.614  < 2.2e-16 *** 

Differential forest prediction 1.071286    0.063988   16.742  < 2.2e-16 *** 

Note: *, ** and *** denote significance at the 10%, 5% and 1% level, respectively. 

To train the forest, 8000 causal trees were used on 810 customers, 484 from the treatment group and 

326 from the control group. Figure 20 depicts a sample causal tree constructed using the available data.  

The top node of the tree splits made at a standard deviation (“std”) value of 222.43 kWh creating two 

child nodes with different household sizes and CATE. Each tree can split on the same variable more than 

once and, even in two successive branches, split on different covariates across branches at the same level 

and create branches of different depths. The next prunes eventually lead to the final leaves indicating 

household groups with similar characteristics and CATE. For example, the second level of the tree has only 

one leaf. This leaf indicates households with a standard deviation greater than 222.43 kWh and mean 

consumption less than 364.12 kWh with an expected CATE of -38.27 kWh. On the third level at the right 

side of the tree, the tree also considers the skewness. The far-right leaf of the third level, indicates 

households with a standard deviation greater than 222.43 kWh, mean consumption greater than 364.12 

kWh and skewness greater than 0.25 with an expected CATE of -61.70 kWh. 

 

Figure 20: A sample causal tree from total 8000 
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Figure 21 presents the covariances’ importance for identifying the heterogeneity within the causal forest. 

The importance of the variables helps us target specific customer groups based on treatment effects. This 

gives us some insight into the relationship between the treatment effect and the covariates. Based on the 

findings the standard deviation of households’ pre-experiment energy bought is the most important 

variable for the model to identify heterogeneity, with 44 per cent. The following two variables are the 

pre-experiment mean and the kurtosis with 31 and 13 per cent, respectively. Skewness affects 

heterogeneity only by 1 per cent. 

 

Figure 21: Honest causal forest variable importance 

Treatment group 

Figure 22 provides evidence of the relationship between the independent variables and the treatment 

effects only for the 484 treated customers. Panel A depicts the relationship between the standard 

deviation and the treatment effect. From the figure, we observe that the treatment effect is maximised 

on customers with large standard deviations in their consumption (e.g., greater than 200 kWh). That is 

probably due to the received informational material, which smooths out their consumption. Panel B 

presents the relationship between the mean consumption and the treatment effect. Customers with large 

mean bought (e.g., greater than 620 kWh) are able to reduce their consumption. Panel C illustrates the 

relationship between kurtosis and the treatment effect. For customers with kurtosis lower than 0, the 

treatment has a greater impact; these customers rarely present extreme measurements and their 

consumption is stable and predictable. Panel D shows the relationship between the skewness and the 

treatment effect. For customers with skewness lower than 1, the intervention helps them lower their 

consumption. These customers avoid extreme measurements, and their consumption tends to be 

symmetric to the mean value. 
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Panel C: Kurtosis  

 

 

Panel D: Skewness 

 

Figure 22: Relationship between the independent variables and the treatment effects on the treatment group 

Figure 33 and Figure 34 plot the predicted treatment effects for the treatment group by their rank in kWh 

and percentages, respectively. The diagrams present all customers ordered by their predicted treatment 

effect from greatest to lowest (ascending order) along with the lower and upper boundary of the 95% 

confidence interval. The graph confirms the customers’ heterogeneity since the treatment seems to 

impact each customer or customer group differently. The treatment effect ranges from -190 kWh (-60%) 

to +2 kWh (+1%). 
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Figure 23: Predicted treatment effects by rank on the treatment group (kWh) 

 

 

 

Figure 24: Predicted treatment effects by rank on the treatment group (%) 

Figure 25 depicts the distribution of predicted treatment effects on the treated customers by the causal 

forest. Based on the diagram, there are 3 peaks. Table 20:Table 20 presents the customers’ characteristics 

for these three peaks.  
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Table 20: Consumers’ characteristics for the peaks on the distribution of predicted effects for treatment group 

 Predicted CATE 
Standard 
deviation 

Mean Kurtosis Skewness 

1st peak -10 kWh 127 kWh 190 kWh 2.5 1.4 

2nd peak -60 kWh 144 kWh 256 kWh -0.46 0.44 

3rd peak -200 kWh 287 kWh 480 kWh -1.44 0.10 

 

Figure 25: Distribution of predicted treatment effects on the treatment group 

Based on the findings presented in this section, we can observe significant heterogeneity in treatment 
effects (-190 to +2 kWh) that should be considered during policy planning. Regarding the characteristics 
that lead consumers' performance, it seems that high-energy consumers exhibit the highest negative 
effect (high standard deviation, mean, and positive skew). 

Control group 

The final step of this analysis is to enroll additional 150 customers on CW’s experiment from the control 
group. These customers will be selected based on the causal ML model trained to identify the treatment 
effect based on customers’ characteristics. The causal forest will predict the treatment effects for the 326 
customers from the control group and rank them based on their predicted performance. Figure 26 and 
Figure 27, present the predicted treatment effects for the control group in kWh and percentage by their 
rank in ascending order. The order in the two diagrams may differ since the percentage effect of each 
customer is calculated independently. The effect ranges from -220 kWh to 2 kWh, while in percentages, 
the effect ranges from -50% to +2%. In both diagrams, the upper and lower boundary of the 95% 
confidence interval is presented. 
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Figure 26: Predicted treatment effects by rank on the control group (kWh) 

 

Figure 27: Predicted treatment effects by rank on the control group (%) 

The distribution of predicted treatment effects on the controlled customers is presented in Figure 28. The 
diagram depicts three observable peaks. Table 21 presents the customers’ characteristics for these three 
peaks.  

Table 21: Consumers’ characteristics for the peaks on the distribution of predicted effects for control group 

 Predicted CATE 
Standard 
deviation 

Mean Kurtosis Skewness 

1st peak -10 kWh 104 kWh 157 kWh 2.9 1.5 

2nd peak -110 kWh 147 kWh 600 kWh 0.4 0.03 

Client rank 

P
re

d
ic

te
d

 T
re

a
tm

e
n

t 
E

ff
e

c
ts

 (
k

W
h

) 

Client rank 

P
re

d
ic

te
d

 T
re

a
tm

e
n

t 
E

ff
e

c
ts

 (
k

W
h

) 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 65 

 

3rd peak -180 kWh 277 kWh 535 kWh -1.3 0.00 

The characteristics of the customers in these three peaks are presented in Figure 29 in the green, yellow 
and red areas, respectively.  

 

Figure 28: Distribution of predicted treatment effects on the control group 

Figure 29 provides evidence of the relationship between the independent variables and the treatment 
effects for the 326 controlled customers. The green, yellow and red circles in each panel indicate the 
identified values of each peak in the distribution of predicted treatment effects on the control group 
presented in Figure 28. 
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Figure 29: Relationship between the independent variables and the treatment effects on the control group 

5.2.4.2 Honest causal forest using energy consumed as the dependent variable 

Based on the findings, the best-performing scenario when using energy consumption as the dependent 

variable is scenario 1. We use the second approach to remove the outliers, meaning that we remove every 

observation with electricity consumption above the 90th percentile and below the -50 kWh. We then 

define the dependent variable as the difference between the average weekly consumption for the pre 

and post-experiment periods. Since CW’s experiment is a staggering setting, we independently calculate 

the average weekly averages for each customer. Moreover, we calculate the 4 moments (mean, standard 

deviation, skewness and kurtosis) for the pre-experiment period to build the four covariances and wrap 

up the data with the treatment assignment. 

Conditional average treatment effects using the honest causal forest 

The CATE based on the trained honest causal forest is -47.02 kWh (per week), or -13.32 per cent. The 

standard error is 6.27 kWh, meaning that the marginal ATE ranges from -53.29 to -40.75 kWh. Based on 

the evaluation metrics the forest correctly predicts the CATE and captures heterogeneity. Panel A of Table 

22 presents the CATE of the causal forest, while Panel B presents the honest causal forest evaluation 

results. 

Table 22: CATE and evaluation metrics of the honest causal forest 

Panel A: CATE based on the trained honest causal forest when using consumption as the dependent variable 

CATE  
kWh / % 

Standard error 
kWh 

Marginal CATE 

-47.02 
(-13.32) 

6.27 From -53.29 kWh to -40.75 kWh 

Panel B: Evaluation metrics of the honest causal forest when using consumption as the dependent variable 

 Estimate Std. Error t value Pr (>t) 

Mean forest prediction 0.99341 0.13316 7.4602 1.212e-13 *** 

Differential forest prediction 1.10824 0.15814 7.0081 2.718e-12 *** 

Note: *, ** and *** denote significance at the 10%, 5% and 1% level, respectively. 

To train the forest, 8000 causal trees were used on 743 customers, 492 from the treatment group and 

251 from the control group. Figure 30 depicts a sample causal tree constructed using the available data. 

The top node of the tree splits made at a consumption (“mean”) value of 352.37 kWh creating two child 

nodes with different household sizes and CATE. The next prunes lead to the final leaves indicating 
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household groups with similar characteristics and CATE. For example, we can identify two cases following 

the final leaves on the second level. The first case (left terminal node - light green) indicates households 

with mean consumption less than 352.37 kWh and a standard deviation less than 47.22 kWh 

(measurements are spread out around the mean) with expected CATE on average -20.04 kWh. The second 

case (right terminal node – light green) presents households with mean consumption greater than 352.37 

kWh and skewness greater than 0.78 (slightly skewed) and predicts a positive CATE on average of 1.9 kWh. 

The rest branches lead to more complicated cases. 

 

Figure 30: A sample causal tree from total 8000 

Figure 31 depicts each covariance's importance for identifying the heterogeneity within the causal forest. 

The standard deviation of households’ pre-experiment consumption is the most important variable for 

the model to identify heterogeneity, with 48 per cent. The following two variables are the pre-experiment 

mean consumption and the kurtosis with 25 and 17 per cent, respectively. Skewness affects heterogeneity 

only by 9 per cent. 
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Figure 31: Honest causal forest variable importance 

Treatment group 

Figure 32 provides evidence of the relationship between the independent variables and the treatment 

effects only for the 492 treated customers. Panel A depicts the relationship between the standard 

deviation and the treatment effect. From the figure, we observe that the treatment effect is maximised 

on customers with large standard deviations (e.g. greater than 170 kWh) in their consumption. Panel B 

presents the relationship between the mean consumption and the treatment effect. Customers with large 

mean consumption (e.g. greater than 300 kWh) seem to be able to reduce their consumption. Panel C 

illustrates the relationship between kurtosis and the treatment effect. For customers with kurtosis lower 

than 3 (platykurtic), the treatment has a greater impact. Finally, panel D shows the relationship between 

the skewness and the treatment effect. For customers with skewness lower than one, the treatment 

seems to help them lower their consumption. 
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Figure 32: Relationship between the independent variables and the treatment effects on the treatment group 

Figure 33 and Figure 34 plots the predicted treatment effects for the treatment group by their rank in 

kWh and percentages, respectively. The diagrams present all customers ordered by their predicted 

treatment effect in ascending order along with the lower and upper boundary of the 95% confidence 

interval. The graph confirms the customers’ heterogeneity since the treatment seems to impact each 

customer or customer group differently. The treatment effect ranges from -160 kWh (-35%) to +20 kWh 

(+10%) while the effect for the most customers are concentrated around -50 kWh (-15%). 

 

Figure 33: Predicted treatment effects by rank on the treatment group (kWh) 

Kurtosis 
Skewness 

T
re

a
tm

e
n

t 
E

ff
e

c
ts

 (
k

W
h

) 

T
re

a
tm

e
n

t 
E

ff
e

c
ts

 (
k

W
h

) 

Client rank 

P
re

d
ic

te
d

 T
re

a
tm

e
n

t 
E

ff
e

c
ts

 (
k

W
h

) 



 
                             D4.2 - Econometric analysis and robustness tests 

 

  

 70 

 

 

Figure 34: Predicted treatment effects by rank on the treatment group (%) 

Figure 35 depicts the distribution of predicted treatment effects on the treated customers by the causal 

forest. Based on the diagram, there are two peaks centred around -30 kWh and a smaller one centred on 

-160 kWh. Table 23 presents the customers’ characteristics for these three peaks.  

Table 23: Consumers’ characteristics for the peaks on the distribution of predicted effects for treatment group 

 Predicted CATE 
Standard 
deviation 

Mean Kurtosis Skewness 

1st peak -30 kWh 113 kWh 280 kWh 0.8 0.75 

2nd peak -160 kWh 300 kWh 580 kWh -1.48 0.14 

 

Figure 35: Distribution of predicted treatment effects on the treatment group 

Based on the findings presented in this section, we can observe significant heterogeneity in treatment 
effects (-160 to +20 kWh) since the intervention seems to affect the customers in a different level. In 
addition, a "boomerang" effect is visible. The customers that increase their consumption has a mean 
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consumption value around 178 kWh, a standard deviation of 82 kWh, skewness around 1.9 and kurtosis 
5.3. These are households that received a “positive” messaging about their own consumption relative to 
similar neighbours. Regarding the characteristics that lead consumers' performance, it seems that high-
energy consumers exhibit the highest negative effect (high standard deviation, mean, and positive skew). 

Control group 

The final step of this analysis is to enroll additional 150 customers on CW’s experiment from the control 
group. These customers will be selected based on the causal ML model trained to identify the treatment 
effect based on customers’ characteristics. Thus, the causal forest will predict the treatment effects for 
the 251 customers from the control group and will rank them based on their expected performance. 
Figure 36 and Figure 37, presents the predicted treatment effects for the control group in kWh and 
percentage by their rank in ascending order. The customers’ order in the two diagrams may differ since 
the percentage effect of each customer is calculated independently. The effect ranges from -160 kWh to 
+15 kWh while in percentages the effect ranges from -38% to +20%. In both diagrams the upper and lower 
boundary of the 95% confidence interval is presented.  

 

Figure 36: Predicted treatment effects by rank on the control group (kWh) 
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Figure 37: Predicted treatment effects by rank on the control group (%) 

The distribution of predicted treatment effects on the controlled customers is presented in Figure 38. The 
diagram depicts three observable peaks. The characteristics of the customers in these three peaks are 
presented in Figure 37 in the green, yellow and red areas respectively. Table 24 presents the customers’ 
characteristics for these three peaks. 

Table 24: Consumers’ characteristics for the peaks on the distribution of predicted effects for control group 

 Predicted CATE 
Standard 
deviation 

Mean Kurtosis Skewness 

1st peak -15 kWh 90 kWh 200 kWh 1 1 

2nd peak -95 kWh 240 kWh 530 kWh -0.1 0.4 

3rd peak -140 kWh 280 kWh 680 kWh -1 0.1 

 

 

Figure 38: Distribution of predicted treatment effects on the control group 

Figure 39 provides evidence of the relationship between the independent variables and the treatment 
effects for the 251 controlled customers. Same as Figure 32, Panel A depicts the relationship between the 
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standard deviation and the treatment effect, Panel B presents the relationship between the mean 
consumption and the treatment effect, Panel C illustrates the relationship between kurtosis and the 
treatment effect, and panel D shows the relationship between the skewness and the treatment effect. 
The green, yellow and the red circles in each panel indicate the identified values of each peak in the 
distribution of predicted treatment effects on the control group presented in Figure 38. 

 

Panel A: Standard deviation  
 

 

 

Panel B: Mean consumption 

 

 
 

Panel C: Kurtosis  

 

 

 

Panel D: Skewness 
 

 

Figure 39: Relationship between the independent variables and the treatment effects on the control group 

5.2.4.3 Enrolment of additional 150 customers 

To enrol additional 150 customers on the treatment group, we follow the following process. We sort in 
ascending order the controlled customers based on their upper 95% confidence interval boundary to 
ensure that the predicted treatment effects are different from zero and negative. We select the 150 
customers that are expected to have the greatest impact while using bought as the dependent variable. 
To ensure the validity of our findings, we compare the customer list with the corresponding list coming 
from the same scenario when using the energy consumption as the dependent variable. The majority of 
the customers were found in both lists. These 150 customers have been included in the treatment group 
and received their first HER on the 1st of November 2022. Figure 40 presents the distribution of the 
expected CATE. 
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Figure 40: Expected CATE for the additional 150 customers enrolled 
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6. Conclusion 

D4.2 presented the analyses and the results regarding use cases 1, 2 and 3. The following deliverable, 

D4.3, will report the updated results and insights of use cases 1-3 and the results for use cases 4 and 5. 

The document is split into three main sections. 

The first section presents the econometric analysis leveraged for the analysis of CW's randomized 

experiment. The data, the econometric methods used and the results on energy consumed and bought 

were presented. Based on the results, the intervention implemented leads to a 5% decrease in 

consumption and a 4% decrease in the amount of electricity bought. The results refer to the average 

treatment effect without considering the participants' heterogeneity. 

The next section assesses consumers' biases regarding energy spending based on utilities bill design. Thus, 

we analyse data provided by PPC and correlate them with information collected on the arrival of 

employment checks every month. Therefore, we examine whether the bill's due payment day is related 

to on-time payments and if this systematically affects customers' loyalty. We find that consumers tend to 

pay a significantly higher amount for utility bills 1 to 10 days after their check arrival, indicating consumers' 

bias towards overspending around their payment day, affecting their on-time payments and loyalty. 

The final section presents the third use case's analyses and results. Use case 3 carries out two different 

analyses based on CW's data. In the first analysis, we build a residential energy consumption and 

production forecasting framework using different linear and ML models. Based on the findings and our 

initial hypothesis, the models do not appear to have significant deviations regarding their forecasting 

error. Thus, further investigation of the models' parameters and forecasting horizon is needed. The 

second analysis leverages the predictive power of ML models to build a methodological framework for 

estimating heterogeneity in causal effects based on CW's natural field experiment. Our findings confirm 

our initial hypothesis that our intervention affects each consumer (or consumer group) differently. The 

analytical framework is then used to indicate 150 customers who will be enrolled in our experiment. These 

clients were selected based on their predicted performance. 

The analyses presented in this document are based on data provided by the two energy companies, CW 

and PPC. Both companies shared data with the consortium partners under strict data confidentiality 

policies since the datasets include personal information, thus, datasets cannot be published. The code 

used for the analysis will be published in D4.4 “Analytical usage handbooks for tools and datasets” 
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8. Appendix 

Appendix A below presents the econometric results from the subsection 4.4 and more specifically the 
analysis regarding the impact of the due payment days on the probability for on-time payment. 

Similarly, appendix B presents the same tables and figures as in subsection 4.4 under a 5-tier specification. 
That is, the period around payment days is now divided into 5 tiers rather than 4 tiers as was the basic 
specification. 

Appendix A 

Table A1: Impact of due payment days on the probability for on-time payment 

Contract group 
 Linear probability 

model  

Second day bin (11th – 21st)  -.14*** 

(0.01) 

 

 

Third day bin (22nd-26th)   -0.22*** 

(0.007) 
 

Fourth day bin (27th -31st)  -0.04*** 

(0.005) 
 

SHT 

 -0.09**** 

(0.01) 

 

 

Bill shocks 

 -0.09*** 

(0.009) 

 

 

Constant 
 0.72*** 

(0.05) 
 

Time dummies (months and 

years) 

 
Yes  

Region effects  Yes  

Fixed effects  Yes  

R-squared (within)  2.33%  

Number of observations  N=247,781  

                                                  Notes: Robust standard errors in parentheses.  
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Table A2: Estimated probabilities of on-time payment  

Contract group  Linear probability model  

First day bin (1st-10th)  0.72*** 

(0.004) 

 

 

Second day bin (11th – 21st)  0.60*** 

(0.004) 

 

 

Third day bin (22nd-26th)   0.54*** 

(0.005) 

 

 

Fourth day bin (27th -31st)  0.68*** 

(0.002) 

 

 

                                          Notes: Robust standard errors are reported in parentheses 
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Table A3: Impact of due payment days on loyalty 

Contract group 
 Linear probability 

model  

Second day bin (11th – 21st)  .03*** 

(0.008) 

 

 

Third day bin (22nd-26th)   0.005 

(0.01) 
 

Fourth day bin (27th -31st)  -0.02*** 

(0.002) 
 

SRT 

 -0.23**** 

(0.02) 

 

 

Bill shocks 

 -0.05*** 

(0.003) 

 

 

Constant 
 0.48*** 

(0.08) 
 

Time dummies (months and 

years) 

 
Yes  

Region effects  Yes  

R-squared  6.56%  

Number of observations  N=198,356  

                                                  Notes: Robust standard errors in parentheses.  
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Table A4: Estimated probabilities on loyalty 

Contract group  Linear probability model  

First day bin (1st-10th)  0.66*** 

(0.003) 

 

 

Second day bin (11th – 21st)  0.72*** 

(0.006) 

 

 

Third day bin (22nd-26th)   0.70*** 

(0.009) 

 

 

Fourth day bin (27th -31st)  0.65*** 

(0.002) 

 

 

                                               Notes: Robust standard errors are reported in parentheses 
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Appendix B 

This appendix includes results related to the five-day bins. 

Table B1: Timeline for day-bins and summary statistics 

Panel A: Timeline for 5-bins  

 

 

 

Third day bin 

 (11th – 21st) 

  

 

Second day bin 

(6th – 10th) 

Fourth day bin 

(22nd – 26th) 

 

First day bin  

(1st – 5th) 

Fifth day bin 

(27th – 31st) 

   Panel B: Summary statistics 

 First day bin 

(1st - 5th) 

Second day bin  

(6th – 10th) 

Third day bin  

(11th – 21st. 

Fourth day bin 

(22nd – 26th) 

Fifth day bin 

(27th – 31st) 

Covariates      

Daily consumption 
(kWh) 

14.53 12.49 11.72 11.45 
12.79 

Daily invoiced amount 
(€) 

1.21 1.04 0.84 0.81 
1.08 

House size (m2) 94.82 92.88 81.45 79.38 92.19 

Bill shock (freq.) 0.25 0.18 0.19 0.19 0.17 

      

Observations 2,655 110,903 41,028 34,543 108,265 

Electricity meters 2,638 16,648 10,730 10,672 19,421 
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Table B2: Impact of due payment days on on-time payment 

Contract group 
 Linear probability 

model  

Second day bin (6st-10th)  -0.008 

(0.009) 

 

 

Third day bin (11th – 21st)   -0.15*** 

(0.009) 
 

Fourth day bin (22nd-26th)  -0.22*** 

(0.01) 
 

Fifth day bin (27th -31st)  -0.05*** 

(0.007) 
 

SRT 

 0.08 

(0.10) 

 

 

Bill shocks 

 -0.09*** 

(0.009) 

 

 

Constant 
 0.72*** 

(0.05) 
 

Time dummies (months and 

years) 

 
Yes  

Region effects  Yes  

Fixed effects  Yes  

R-squared (within)  2.33%  

Number of observations  N=247,781  

                                                  Notes: Robust standard errors in parentheses.  
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Table B3: Estimated probabilities for paying on time 

Contract group  Linear probability model  

First day bin (1st-5th)  0.76*** 

(0.02) 

 

 

Second day bin (6st-10th)  0.71*** 

(0.004) 

 

 

Third day bin (11th – 21st)   0.60*** 

(0.004) 

 

 

Fourth day bin (22nd-26th)  0.54*** 

(0.005) 

 

 

Fifth day bin (27th -31st)  0.68*** 

(0.002) 

 

                                           Notes: Robust standard errors are reported in parentheses.  

 

 
Figure B1: Overdue days of payments and probability of on-time payment 
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Table B4: Impact of due payment days on loyalty 

Contract group 
 Linear probability 

model  

First day bin (1st-5th)  - 

 
 

Third day bin (11th – 21st)   0.01 

(0.008) 
 

Fourth day bin (22nd-26th)  0.001 

(0.11) 
 

Fifth day bin (27th -31st)  -0.21**** 

(0.02) 

 

 

SRT  -0.18*** 

(0.03) 
 

Bill shocks 

 -0.05*** 

(0.003) 

 

 

Constant 
 0.49*** 

(0.08) 
 

Time dummies (months and 

years) 

 
Yes  

Region effects  Yes  

R-squared  6.43%  

Number of observations  N=198,793  

                                                  Notes: Robust standard errors in parentheses.  
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Table B5: Estimated probabilities on loyalty 

Contract group  Linear probability model  

First day bin (1st-5th)  - 

 

 

Second day bin (6st-10th)  0.67*** 

(0.005) 

 

 

Third day bin (11th – 21st)   0.70*** 

(0.007) 

 

 

Fourth day bin (22nd-26th)  0.70*** 

(0.009) 

 

 

Fifth day bin (27th -31st)  0.63*** 

(0.004) 

 

 

                                               Notes: Robust standard errors are reported in parentheses 

 

 
 Figure B2: Day effect on loyalty  

 


